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C H A P T E R  2

Logical Creativity

Topics 

Problem-solving 

Logical and other forms of creativity 

Algorithm design 

At the end of this chapter, you should be able to:

Describe some general approaches to problem-solving

Apply skills from other forms of the creative process to logical creativity

Use algorithms to describe the problem-solving process

Understand and use the data-centered algorithm design approach

OVERVIEW
In the previous chapter, we took the first step towards becoming a computer programmer. 
We learned what computers and programs are. Our next step is to see how to design a com-
puter program. We do so by looking at programs as a means of problem-solving. We will 
see that despite variations in languages and applications, all programs are basically our 
attempts to solve problems or sometimes guide the computer to solve them on its own. The 
requirement analysis phase that I discussed in Section I.1 involves the proper definition of 
the problem, while design and implementation deal with producing the solution.

The problem-solving approach to programming has the main advantage of allowing us 
to use existing methods to solve problems in other areas. Psychologists, cognitive scien-
tists, and many other researchers and professionals have long studied the act of problem-
solving and the techniques we use for it. Once we know those techniques, we can try to 
apply them to our special case of computer programming. 

We can also learn from other specific areas of problem-solving such as visual design. 
Despite looking completely different, an artistic process has many similarities to 
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programming: they both solve problems, are creative, and in fact, follow similar steps. 
Equipped with this basic information, we will be ready to learn about algorithmic thinking 
as the main topic of this chapter. 

Algorithms are one of the primary ways to describe the solution to a problem. They are 
clear and logically related steps we take to solve problems. While computer programming 
can be done in different languages, algorithms represent their common “way of thinking” 
that I mentioned in “Introduction.” After we learn how to think algorithmically, we can 
present our thought in any programming language. Of course, in order to do that, we need 
to learn about the rules and syntax of these languages, which is the subject of the next three 
chapters of this book. 

2.1  PROBLEM-SOLVING AND CREATIVITY
To many people, especially those who are starting to learn programming, the design and 
implementation of software programs seem like un-intuitive tasks that deal with compli-
cated languages with strangely named elements and confusing syntax. At first interaction 
with computer programs, it is normal to feel that way, but the truth is computer program-
ing is really about a basic skill that we all have: problem-solving.

Every day, we face many problems, and we solve them even without noticing that our 
brains have been involved in the quite complicated task of problem-solving. If you are 
like me, this starts by figuring out how much longer you can stay in bed. After that, the 
problems get more complicated (but maybe not harder). From deciding what to eat for 
breakfast to what path to take when walking to work or school, we are constantly using 
our abilities as problem-solvers. This continues throughout the day as we go to work, 
deal with relationship issues, or plan our finances. We are all expert problem-solvers, 
one way or another. That is why this book is called Anyone Can Code. There are many 
aspects to the design and development of good computer programs, but we have the 
basic skill.

Software design and programming involve two different types of problems. The first 
type involves what the user needs to be solved, for example, calculating the average of all 
grades for a student, or the total monthly profit of a business. As programmers, we usually 
receive a solution for that from the user (or someone we call a “domain expert”). But some-
times, we have to find that out first ourselves. The second type of problems is faced by the 
programmers only, and that is how to make a computer perform the solution for the first 
type of problem. These are the problems that the users don’t see. There are also problems 
that the computer itself solves using what we call Artificial Intelligence (AI). In those cases, 
the programmer is still facing a type 2 problem, but the objective is not to make a computer 
program perform a given solution but to reach a new solution that the programmer is not 
aware of in advance. 

 Key Point: Software design and programming are primarily problem-solving tasks. So, we 
can use established problem-solving methods for them. 
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Considering the role of problem-solving in programming, it is natural to rely on what 
we know about problem-solving when we approach programming. The problems we 
solve vary in complexity and significance. Some of them are well defined, meaning that 
they have clear starting and ending points. For example, we plan what to take for lunch. 
That can be extremely well defined when we have only one option in the fridge. On the 
other hand, some problems are ill-defined. It means we cannot be sure where to start or 
what the ending is going to be. We all want to be happier, may find our life not satisfying, 
or not be comfortable with our work situation. Regardless of the problem and its type, 
there are common concepts and methods that we use to solve it. That’s why it is good to 
start by learning a few things about problem-solving as the first step to learn software 
development.

It is common to think of problem-solving as an act of navigation through a  “problem 
space” where we start from an “initial state” and move to a “target state.” (Sternberg, 
1994) Consider, for example, taking public transit from location A to location B on a 
map (see Exhibit 2.1). The problem is to find a series of bus routes that take you to your 

EXHIBIT 2.1 Directions from A to B. It may require taking different buses and transferring at 
 different stops such as C.
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destination if no single bus goes to both locations. This is a problem that we all may face 
if we take transit. It is also a common problem for map programs that give directions. So, 
while we see how humans solve this problem, we can see how that can be applied to com-
puter programs.

One of the most common problem-solving methods that we all have used is trial-and-
error. If you have no clue, you just try different solutions and hope that one works. This 
works fairly well if you want to buy a pair of pants and are not sure about your size. You try 
a few and see which one works. We may not want to admit, but computer programmers use 
this method many times, more than they probably should. 

Imagine you are trying to automatically remove “red eye” from a photo by detecting it 
and then reducing the redness. Later in the book, we will talk about graphics program-
ming and how these things are done, but for now, assume that you have a way of detecting 
the color of each point as a series of red, green, and blue values.1 You can define a red eye as 
a small area with high red value surrounded by a bigger non-red area. But how red is “high 
red”? You don’t know, and so you try different threshold values in your code and run it 
multiple times until you find a value that correctly detects the red eye in a few test images 
you have. In this case, you have found the threshold value using trial-and-error. 

Another example could be trying to find out how many records you can have in a data-
base without your program crashing. You try reducing your data size until your program 
doesn’t crash. That is also trial-and-error. 

Hopefully, you can see that trial-and-error is an acceptable method in some cases, but 
not often. Here is why:

• It generally shows a lack of knowledge. Your first choice should be understanding 
your problem space and finding a proper solution based on that understanding. That 
prevents the problem from coming back after a slight change.

• Trial-and-error can take time. It can also cost you more than just time if each trial 
involves using some resources. 

• You can never be sure if your solution applies to a different version of the problem or 
a similar problem.

• You don’t learn much about the problem space from trial-and-error. 

Various methods are used to avoid the brute-force nature of the trial-and-error approach to 
problem-solving. For example, we frequently use heuristics, which are the rule-of-thumb-
style guidelines such as “if you want to go from point A to point B, then follow a straight 
line.” Heuristics are not guaranteed to solve the problem, but they are often good starting 
points and, in many cases, are successful and save time and effort. A good heuristic for our 
public transit problem is to use routes that go towards the destination or to a point in its 
vicinity or general direction, instead of randomly trying all routes. This is an example of 
what we call a means-end analysis (Sternberg, 1994) that tries to minimize the difference 

1 This is called RGB color system.
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between the current state and target state. We can do it in a forward way (where can we go 
from A that takes us closer to B) or backward (which point goes to B that is closer to us).

Another common approach to problem-solving involves pattern-action rules (Sternberg, 
1994). This approach relies on finding familiar patterns in the problem space and then tak-
ing actions that have been successful in previous cases with those patterns. For example, 
we can say, “If the destination is on the east side of the current location, then choose an 
intermediate point on your east side that has a direct route.” The human brain is wired to 
be good at pattern recognition. Our ancestors, who were quick at recognizing the pattern 
of “Animal with scary horn running towards me” as a threat and ran away, were more 
likely to survive and pass their genes to the next generations. Pattern recognition helps us 
recognize a situation (such as a classroom) quickly without processing all the details, and 
then act properly (go sit on a chair and listen, instead of standing up front and dancing). 

A successful pattern-action rule relies on the problem-solver creating an effective model 
of the problem with only relevant and important information and having a good set of 
previous cases to compare to. Presenting a problem or situation, as we can see, has an 
important role in our ability to deal with it. For example, in the case of going from A to B, 
paying attention to details such as what is going on at each point doesn’t help find a trans-
portation solution. Visualization (creating a clear and easy to use picture) and abstractions 
(hiding details that are not important to the main problem) are key skills in developing a 
helpful mental model of a problem. This is particularly true in software development, as 
we will soon see.

Last but not least, the topic of problem-solving is closely related to creativity. Creativity 
is a hard topic to define. A common definition is the ability to come up with new and useful 
ideas to solve problems (Sternberg, 1994). It has been studied by many researchers and is 
generally associated with knowledge, intellectual capacity, personality traits, and thinking 
style. Creative people are usually known for insight, openness to new experiences, perse-
verance, toleration of ambiguity, and perceptual process. 

Not all the problems we face are at the same level of complexity and difficulty. Some 
are fairly simple or have been solved before in slightly different situations. Such “routine 
problem-solving” requires a small amount of effort and skill. On the other hand, deal-
ing with new problems requires “creative problem-solving” are more complicated as they 
require solutions that are novel and appropriate for the new problem. Expected quality, 
significance, and other factors also affect the level of creative skills required. 

Some aspects of creative problem-solving that are helpful in software development are

• Divergent thinking is our ability to “think outside the box,” to consider various options 
and see things from different points of view.

• Problem definition skills are also important as they help us establish a representation 
of the problem that allows us to see the important aspects of it better. Two of the most 
important problem definition and representation skills are visualization (creating a 
visual description so we can understand better) and abstraction (removing details 
and specifics so we can focus on important aspects), which we talked about earlier.
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• Analogy is another important aspect of the creative process which allows creative 
problem-solver to see similarities and, as such, use appropriate solutions. 

A detailed discussion of theories on problem-solving and creativity is beyond the scope 
of this book. I encourage you to look at the book Thinking and problem solving, which is a 
collected set of articles edited by Robert Sternberg (1994) for a good review, although there 
are many other sources available. My goal here is to review some of the important things 
that will help us in our programming (logical creativity) process. Trial-and-error, heuris-
tics, pattern-action rules, and the creative problem-solving techniques discussed above are 
commonly used in programming. 

Another creative process that shares many characteristics with logical creativity is visual 
design. In the next section, we will take a look at the visual thinking process and see how 
we can learn from it to improve logical creativity.

2.2  VISUAL DESIGN AND VISUAL THINKING
While visual artists and designers intuitively or through experience have developed a large 
body of knowledge and expertise about visual design, our scientific understanding of the 
way human brain processes visual input has recently changed significantly. This has been 
possible through research work in neurology, psychology, and even optics that have given 
us better insight into our visual thinking process. The key to this new understanding is the 
concept of visual query, which is a small act of attention that we make when looking at a 
scene (Ware, 2010). These visual queries can be detected using eye-tracking devices and 
show how we go through the details of a scene we are visually processing. 

Visual thinking is a series of these queries that allows us to inspect and process a scene, 
recognize patterns, and make decisions. It involves a top-down task-driven process where 
our brain controls the attention in order to find what we need. While we usually deal with 
our visual stimuli with a task in mind, there is also a bottom-up process when we face any 
new scene. The bottom-up process is also aimed at recognizing objects to give us a proper 
understanding of our situation. It starts with an image being formed in our retina. Then, a 
hugely parallel processing machine made of billions of neurons goes through what we call 
feature extraction. These features are visual information that can help us find the impor-
tant parts of the image. Size, orientation, and color are among these features that allow us 
to detect things such as a rectangular shape or a bloodstain on our shirt after shaving. The 
top-down and bottom-up processes are not really separate, and our brain is almost always 
sending signals in both directions.

 Key Points
• Some common problem-solving methods are trial-and-error, heuristics, and pattern-

action rules. 
• Creative problem-solvers rely on skills such as divergent thinking, visualization, abstrac-

tion, and analogy.
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Knowing the process of visual thinking helps us visualize our thoughts more effectively. 
As we saw in the previous section, visualization is a powerful tool in problem-solving 
as it allows us to present the problem and see it in different ways. We will see soon that 
 visualizing the software program that we want to develop is a great starting point for any 
software project. 

Visual thinking is a suitable tool not only for describing and starting your software 
project but also throughout the process. In fact, the process that a visual artist or designer 
follows is not particularly different from what a software developer does. If you have done 
some drawing or painting, you have probably noticed that artists don’t just sit in front of a 
canvas and paint, for example, a great portrait, by getting the eyes completely right, then 
eyebrows, nose, and so on. The process is more cyclical and involves various activities. 
Exhibit 2.2 demonstrates this process.

The artist’s visual thinking process, in the context of drawing, generally involves 
these steps:

 1. Observing the scene

 2. Identifying objects and their relations

 a. Choosing the right scene (angle, compositions, etc.)

 3. Sketching basic shapes

 4. Adding details through cyclical refinement.

EXHIBIT 2.2 Visual design process. Observing, identifying the major entities, drawing the first 
sketch, and adding details.
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Logical creativity and artistic creativity are not that different from the process point of 
view. Software development follows similar steps, and unlike what many believe, artists 
can do very well in software development if they can see these similarities and follow the 
process they are familiar with. The reason that many artists and individuals with more 
visual minds find programming strange and difficult is that they approach it incorrectly, 
and assume the point is to memorize textual syntax of different languages and tasks like 
that. Those are necessary but come much later once the core of your program is already 
designed.

Just like artists who use various tools such as models and sketches to visualize their 
design and refine it before doing the final work, software developers use different visualiza-
tion tools and particularly diagrams and algorithms (programming sketches) to describe 
the software they need to develop (not just to others but to themselves). 

Their process (Exhibit 2.3) also starts with proper observation of the “scene”; that is, 
the environment the software needs to be deployed. Then, we need to identify the major 
components of the software, which include information and operations. The next step is 
to decide how these components are related, which operation needs which information, 
and so on. This is what I refer to as “visualizing the program.” It is an essential step in any 
software development. You can’t make anything if you can’t imagine it. Finally, we will 
sketch the program through algorithms, and then translate that into actual code and cycle 
through refinements until the work is presentable. 

EXHIBIT 2.3 Software development process.
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Before we can start with actual coding, we should feel comfortable with this process and 
particularly algorithms. In the next section, we will review some simple examples of algo-
rithm design. They may look trivial and non-creative but are essential in establishing an 
understanding of algorithmic thinking, which our primary tool in software design and 
programming.

2.3  ALGORITHMS AND ALGORITHMIC THINKING
2.3.1  What Is an Algorithm?

As we saw in “Introduction,” programming involves using different languages with differ-
ent syntax and rules. But, more importantly, it relies on logical thinking. While there are 
various tools that help us understand the language rules or find syntax errors in our pro-
gram, such as the improper use of symbols, logical errors may be much harder to detect. 
A  sentence in natural languages may have correct spelling and grammar but make no 
sense (or be completely wrong). Similarly, a program may have no syntax error and look 
correct but fail to achieve its result due to incorrect logic. Algorithms are the tool we use 
to develop and describe the proper logic to solve a problem.

The word “algorithm” is derived from the name of Al-Khwarizmi, the great ninth- century 
Persian mathematician and astronomer who is considered the founder of algebra. An algo-
rithm is a problem-solving method consisting of clearly and exactly defined instructions. 
In software terms, it starts with a clear definition of the problem (requirements) and results 
in a clear solution (program). The beauty of algorithms compared to other methods such as 
heuristics is the exact nature and the certainty of achieving a  solution. Let me repeat these 
two as they are key characteristics:

• Well-defined: Algorithms are exactly defined, so the computer (or the person) 
 following them knows what to do and performs the same action every time. 

• Solution-oriented: Algorithms are written for a specific solution and are guaranteed 
to reach their expected result.

 Key Point: The following visual design process can help with programming:
• Observe the scene (problem space)
• Identify major entities
• Sketch the basic structure
• Add details and refine.

 Key Point: Programs have two general aspects: syntax and logic.
• Syntax is language-dependent and easier to automatically correct.
• Logic is task-dependent and requires proper thinking.
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Compared to algorithms, heuristics are not clear and make no promises, but are generally 
easier to follow and take less time. Think about the problem of going from point A to point B. 
A simple heuristic will tell us to follow a straight line. This is simple and mathematically 
the shortest path between the points, as shown in Exhibit 2.4a.

If there is no obstacle, then this simple rule will get us to the destination quite simply 
and quickly. But there may be something in front of us, and that is when we need a more 
sophisticated rule that can guarantee we reach the destination. We can modify our rule 
like this: go straight, and if there is an obstacle, then move to the right a little, then try to 
go straight again, as shown in Exhibit 2.4b. This is what we call an algorithm, and we can 
describe it more formally as follows:

SAMPLE CODE #12

 1. Start from A

 2. Assume destination is B

 3. Go straight towards the destination

 4. If you encounter an obstacle,

 5.    Then move a little to the right

 6. Back to step 3

While the description of algorithms does not have to follow any specific language or syntax, 
it is common to use a semi-formal style. This is called Pseudocode. Another method of show-
ing algorithms is using a graphical representation called Flowcharts (see the Introduction, 
Exhibit 2.1, and Sidebar on flowcharts). In this book, I primarily use Pseudocode as it looks 
more like actual code, but some people prefer flowcharts due to their visual approach. I will 
include flowcharts for some of the examples, especially in the earlier chapters.

There are no standards for writing pseudocode, but generally, the common structure 
of programming languages is followed without specific details. For example, to have an 

2 Throughout the book, I identify example programs with the phrase Sample Code and a number. While algorithms are 
not exactly program or code, sometimes I refer to them with those words as they are the basis of a future program.

EXHIBIT 2.4 Point A to Point B. (a) Straight line heuristic (b) go-around-obstacle algorithm.
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algorithm that can take us from any starting point to any destination, we can modify the 
code above as follows:

SAMPLE CODE #2

 1. Get Start (for example, A)

 2. Get End (for example, B)

 3. MoveToward End (MoveToward is an operation)

 4. If obstacle,

 5.    MoveToward right

 6. GoTo 3 (GoTo is another operation)

Our second version is still not a program, as it is not written in any standard program-
ming language and, as such, is not machine-readable. Algorithms are written to be human- 
readable and help us understand what we (or computers) are supposed to do. But this 
version is based on three specific and clear operations:

• Get receives the value of something (in this case, Start and End).

• MoveToward changes the location in the given direction with a certain amount 
that is not specified (unimportant detail at this time). It applies to the object we are 
controlling.

• GoTo also changes the location but by moving to (not towards) the given point. 
It applies to the algorithm itself.

The above algorithm is fairly well defined and does, in fact, exactly tell us (or a computer) 
what to do. But you may notice that it is not error-proof. We can imagine situations that the 
obstacle doesn’t end on the right or has a curve that may take us back to where we started. 
Algorithms may be designed incorrectly or need refinements. The idea is not to claim that 
any algorithm we write is guaranteed to solve its problem but that algorithms are written 
with a solution in mind. We will talk about how to design and refine algorithms in the 
following sections, but first, let’s review more examples and through them, learn how to 
write algorithms that are well defined (consisting of clear steps) and solution oriented 
(leading to a clear solution).

Many operations that we perform in our minds seem fairly simple to the point that we 
don’t think about how they are done and what steps we take. Consider writing a program 
that receives two numbers and adds them. If we are doing this ourselves, we ask for or 
think of a number (say 5), then another one (say 7), and then add them up and decide what 
the result is (in this case 12). If we are asked what algorithm we used, we probably say, 
“I just added them.”
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Add two numbers
Say the result

But for a computer, this is not well defined because it “implies” that the three pieces of 
information are stored somewhere without explicitly saying where. A more appropriate 
algorithm would be

SAMPLE CODE #3

 1. Get A

 2. Get B

 3. SUM = A + B

 4. Print SUM

The main job of most programs is to process information. Pieces of information such as 
input numbers and the result are key to our algorithms, and in longer programs, they may 
be used multiple times. We generally refer to them as variable as they can change through-
out the program, as opposed to constant numbers such as 5 and 7. In math, when we write 
an equation such as X + Y = 5, X and Y are variables, while 5 is a constant. Equality applies 
only for a certain values of those variables. The user name for a computer is a  variable 
because its value changes based on who has logged in. The clothes you wear are variables, 
while some of your personal characteristics may (arguably) be constant. Variables are 
 identified with a name and have values (that can change). 

Note that algorithms (and programs) are instructions to the computer to do something and 
not a statement of facts. As such, the = sign in algorithms (and later, in most  programming 
languages) does not mean that two sides “are equal.” It is called “the assignment operator” as 
it assigns the value of the right side to the data item on the left side. So, SUM = A + B means 
“set the value of SUM to A+B.” Other common operators in  algorithms and programs are 

 Key Point: Information (data) in a program or algorithm is generally stored in “variables” 
that have name and value.

 Reflective Questions: Do you see the advantage of breaking down the addition operation 
into the four steps of Sample Code #3? Can you do that for other tasks?

 Practice Task: Modify the Sample Code #3 to calculate a more complicated mathematical 
formula.
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the arithmetic operators + (addition), − (subtraction), * (multiplication), and / (division). 
Also, the names used here (A, B, and SUM) are arbitrary. We usually use names that make 
sense to us and others who may read our code.

The above algorithm is well defined because it is made of clear operations: input, addition, 
assignment, and output. It does not imply anything about the sources of data and what we 
do with the result. It also uses names for all the different information we have. This makes 
it easier to refer to them later without confusion. Imagine making the above example more 
complicated by adding three numbers. In our mind, this is done by adding the first two 
numbers and then adding the third one to the result of the first addition. While we imply 
this process, we hardly think of it – particularly the need to store the result of that first 
addition. Having the name SUM helps us refer to the proper information in a way that is 
well defined for a reader and later for a computer. Remember that algorithms are (at least in 
the context of this book) written to be later translated into computer programs.

SAMPLE CODE #4

 1. Get A

 2. Get B

 3. SUM = A + B

 4. C = 8

 5. SUM = SUM + C

 6. Print SUM

The above algorithm has a couple of interesting features that we should pay attention to:

• It can easily be extended by repeating lines 4 and 5 to add more numbers (D, E, F, 
etc.).

• It demonstrates that the assignment operation is not the same as mathematical 
equality.

Keep in mind that algorithms are not mathematical equations, even if they look the same 
sometimes. Saying X = Y in math means that X and Y “are” equal. Algorithms are opera-
tions to perform and not statements of the facts. As such X = Y as an operation means “set 
X to the value of Y.” That is why a statement such as “SUM=SUM+C” does not make any 

 Key Point: The = sign is called the “assignment operator.” It assigns the value of the right 
side (r-value) to the variable on the left side (l-value).
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sense in math (unless C is zero), but in algorithms (and later in computer programs), it 
simply means “set SUM to the current value of SUM plus C” or “increase SUM by C.”

2.3.2  Program Flow

Thinking about algorithms as operations, there is another important point that we 
should notice in all the above examples. Algorithms perform a series of operations one 
by one, from top to bottom or beginning to end, in a linear form. This is the default way 
that algorithms and programs run, and we refer to it as sequential execution. The logi-
cal nature of programming and the dependency of operations on each other as cause 
and effect are based on this key property of algorithms and programs. It is important to 
understand that what we do depends on what came before, the order matters, and unless 
we specifically control the flow of execution, it moves linearly forward, one operation to 
the next. 

The above statement about programs moving linearly forward has a key point to it that 
I hope you noticed: “unless we specifically control the flow.” Program flow control is an 
essential part of any program or algorithm and allows us to deviate from the sequential 
execution. It happens in almost any program we write, and you have already seen it in our 
first example, going from Point A to Point B. There are two main mechanisms for flow 
control: selection (decision-making) and iteration (repeating). Both of these two mecha-
nisms are illustrated in the example of moving from Point A to Point B (Sample Code #2), 
although we didn’t discuss flow control at that time. The sequential execution after Step 4 
is conditional. Step 5 happens only if a condition is met. Otherwise, we move to Step 6, 
skipping Step 5. The decision to execute 4a or not depends on the condition of having an 
obstacle. Following that, Step 6 changes the direction of execution and goes back to Step 3, 
and this process continues indefinitely. 

 Key Point: The sequential execution is the basis for the logical flow of programs and 
dependency of each operation on what came before.

 Practice Task: How can we modify the algorithm of Sample Code #2 so that it will end if 
we reach Point B? 

Hint: Use another if statement, and make the GoTo conditional.

 Reflective Questions: A conditional GoTo is the base of what we call a selection or 
branching, commonly used in programming. It allows the program to “jump” to any point. 
Can you think of a more organized way to do this, so, in a program like Sample Code #2, it 
is clear how we may get to line 3?

The next section will discuss such a “structured” way of doing selection and branching. 
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2.3.3  Selection

Consider the example of calculating the sum of two numbers. Now imagine the problem 
where A and B are two parts of the final grade in a course, and we have to calculate the 
total marks of a student and see if she passes the course (sum is more than 50). This is a 
very simple example of using Selection (decision-making) with two options. The selection 
process in software is similar to reaching a fork while moving along a road. You need to 
decide which way to go based on some logic, i.e., a condition. 

SAMPLE CODE #5

 1. A = 5

 2. B = 7

 3. SUM = A + B

 4. If SUM < 50

 5.    Print “Sorry. You Failed.”

 6. Else

 7.    Print “Congrats. You passed.”

 8. Print “Goodbye”

At line 4, the algorithm checks a condition statement (SUM < 50) and selects which one of 
those two options will be executed. As you can see, conditional operations have multiple parts:

• An “If” statement shows that we are setting a condition.

• The “If” is followed by a “condition,” another statement that can be true or false 
(in this case SUM < 50).

• Then, there are one or more lines of code that will be executed if the condition is true.

• Optionally, we may have an “Else” statement that is followed by the code that will 
run if the condition is false.

In some cases, we only do something when the condition is true, and we just skip and move 
on if it is false. In some other cases, we choose between two operations and then move on. 
To identify which code belongs to If or Else, we may use indenting (as in this example) or 
another method:

Using brackets:

 1. If SUM < 50

 2. {
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 3.  Print “Sorry. You Failed.”

 4. }

Using special words:

 1. If SUM < 50

 2. BEGIN

 3.  Print “Sorry. You Failed.”

 4. END

2.3.3.1  Detecting Odd and Even Numbers3

SAMPLE CODE #5A

 1. Get NUMBER

 2. R = Remainder of NUMBER divided by 2

 3. If REMAINDER == 0

 4.    Print “EVEN”

 5. Else

 6.    Print “ODD”

3 In his famous 1968 article, the computer scientist Edsger Dijkstra argues about “GoTo Statement Considered 
Harmful.” This argument is credited for starting what we now call structured or “Goto-less” programming.

 Key Points
• In programming, a language construct is a syntactically allowed combination of 

 language elements that performs a certain task.
• Conditional statements are constructs that implement selection. “If” is the most 

 commonly used conditional statement.
• The If statement has a condition and a body of code that runs if the condition is true. 

In Pseudocode, we can identify the code with indenting, or brackets, or BEGIN/END 
words.

 Reflective Questions: Do you see any advantage in using if/else compared to go the 
GoTo? Using selection, you can choose one of the options to execute, but they are all moving 
forward. The GoTo command is less structured but also allows going backward. Iteration is 
another programming method that provides that ability. We will discuss them shortly.3
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This code detects odd and even numbers by checking the remainder of division by 2. Even 
numbers have a remainder of 0. You notice that line 2 does not look well defined as it doesn’t 
say how to calculate the remainder and is very informal. In Pseudocode, we try to get closer 
to the formal structure of programming languages and avoid loose natural language descrip-
tions. There are different ways to make that line look more formal and clear. Here is one:

R = NUMBER % 2

In the above line, we have defined a new operator (similar to +, −, *, and /) that performs 
the division but returns the remainder.4 This operator doesn’t exist in all programming 
languages, but in our algorithm, we can just assume it will exist in the language we are 
going to use or that the required code will be written to perform this operation. 

You may have noticed the == in line 3. We talked earlier about the = (assignment opera-
tion). When you want to say “compare A and B” if you write “if A=B,” it may be confused 
with an assignment operation. Remember that in an assignment operation, the left-side 
variable will receive the value of the right-side statement (can be more than one variable), 
but when we compare two items (to check a condition), no value changes. So, it makes 
sense to use a different sign for the comparison operation. It is common in programming 
languages to use == for this purpose.

2.3.4  Iteration

Now imagine a case when we want to calculate the Grade Point Average (GPA) of a student 
and decide if he receives a medal with the condition being a GPA of 95 or more. This pro-
gram introduces a new variable to our data, which is GPA. You notice that the If statement 
no longer needs an Else.

SAMPLE CODE #6

 1. A = 5

 2. B = 7

4 Another common method for showing such operations is to use “functions” which we will introduce in Chapter 3.

 Practice Task: Write an algorithm to receive three values and check if they can be the 
angles of a triangle.

Hint: They have to add up to 180. 

 Practice Task: Modify Sample Code #5A to show/detect factors of 5
Factors of 5 are 5, 10, 15, etc.
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 3. SUM = A + B

 4. GPA = SUM / 2

 5. If GPA >= 95

 6.    Print “Congrats! You receive a medal.”

 7. Print “Goodbye”

In addition to the new line 4 that calculates the GPA (assuming A and B are the grades 
from two courses), the other thing you may notice is the >= operator. This is a common 
notation to say “greater or equal.” The algorithm seems pretty straight-forward, but what if 
we need to receive 3, 5, 10, or 50 grades and then calculate the GPA? We have already seen 
how to add three numbers but if we have a large number of data, then adding them line by 
line has two problems:

• The code becomes too long.

• We have to create many names.

As we saw in the A-to-B example, the code can be repeated as many times as we want until 
we get to where we want. Computers are pretty fast and can repeat a similar operation 
many times very quickly. This is a task that is quite annoying or even impossible for us to 
do. So, we frequently use computers to do that. In our sample code, we can start by using 
the GoTo operation that we saw earlier.

SAMPLE CODE #7

 1. SUM = 0

 2. COUNT = 0

 3. Get A

 4. SUM = SUM + A

 5. Increment COUNT (or COUNT = COUNT + 1 or COUNT++)

 6. If COUNT < 10 (assume we need 10 grades)

 7.    GoTo 3

 8. GPA = SUM / 10

 9. If GPA >= 95

 10.    Print “Congrats! You receive a medal.”

 11. Print “Goodbye”
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This code introduces a couple of new things. The first one is COUNT. Remember that 
your algorithm (or code) has to be well defined, so any piece of information that is needed 
has to be explicitly defined. If the goal is to enter 10 grades, then as we keep entering new 
grades, we need to count how many we have so far, and that information has to be stored 
somewhere. That is the job of COUNT variable. You notice that the number 10 itself is not 
stored in a variable. In this program, it is constant (or hard-coded). If there is data that you 
are sure will never change, you may hard-code that value (use a constant value in the code), 
although I recommend you avoid hard-coding as much as possible.

The other new thing here is giving initial values to SUM and COUNT. Variables cannot 
be used in any operation if they don’t have a value. The operation “Increment COUNT” is 
meaningless if we don’t know what the value of COUNT is. Similarly, “SUM = SUM + A” 
cannot be performed if we don’t know what SUM is. In general, the first time you use any 
variable in your program, it should be getting a value. In Sample Code #6, this happens at line 
3 for SUM. But in Sample Code #7, both for Lines 4 and 5, SUM and COUNT need to have a 
value. Lines 1 and 2 are added with initial values for these two variables. This is called initial-
ization. You can see that before we enter any grade, both these two variables have to be zero.

One problem with this algorithm is that when we are reading the Pseudocode, it is hard 
to know which parts are repeated. That is because we can have GoTo operations at any 
point in the program. Creating iterations using GoTo is not recommended even though 
it used to be common. In more modern programming, the use of GoTo is replaced with 
“loops,” which are well defined and clear constructs that repeat a part of the code. 

SAMPLE CODE #8

 1. SUM = 0

 2. COUNT = 0

 3. While COUNT < 50

 4.     Get A

 5.     SUM = SUM + A

 6.     COUNT++

 7. GPA = SUM / 50

 8. If GPA >= 95

 9.     Print “Congrats! You receive a medal.”

 10.     Print “Goodbye”

You notice that While works almost exactly like If. It has a condition and a series of opera-
tions that will be executed conditionally. The only difference is that the operations will be 
repeated as long as the condition is true.
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The above code can be shortened by removing the details about COUNT (see below), but I 
personally prefer to keep the variable COUNT. It is an important piece of information that 
later we will use frequently.

SAMPLE CODE #9

 1. SUM = 0

 2. Loop 50 times

 3.     Get A

 4.     SUM = SUM + A

 5. GPA = SUM / 50

 6. If GPA >= 95

 7.     Print “Congrats! You receive a medal.”

 8. Print “Goodbye”

Alternatively, we can combine all the lines related to COUNT into one:

SAMPLE CODE #10

 1. SUM = 0

 2. For COUNT=0; COUNT < 50; COUNT++

 3.    Get A

 4.    SUM = SUM + A

 5. GPA = SUM / 50

 6. If GPA >= 95

 Key Point: Loops are constructs that implement iteration. A “while” loop has a similar 
structure to an “if” statement (condition plus body of the code), but repeats the code as long 
as the condition is true.

 Reflective Question: Selection and iteration are the bases of what is called structured 
programming. Do you see how their combination can achieve what GoTo could do but in a 
more structured way?
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 7.    Print “Congrats! You receive a medal.”

 8. Print “Goodbye”

This is an example of what we call a “for” loop, as opposed to #8, that used a “while” 
loop. We usually refer to “while” and “for” loops as indefinite and definite, respectively. 
This is because they are usually used in two different situations: when we have a condition 
(which results in repeating an indefinite number of times) and when we have a certain 
number of times to run the loop (with no other condition to check). A “for” loop in the 
above example is simply a “while” loop with a counter. It is common to use a “while” loop 
when we have a general condition but no idea how many times to run the loop and use 
“for” when we have a certain number of times. But conceptually, the two constructs are 
equal, and anything that can be written using one can also be written using the other. Both 
“if” and “while” have only one condition that is checked before the code executes, but “for” 
has that condition plus two other parts:

• An initial action (in the above example, COUNT = 0) that happens only once

• And another action (COUNT++) that happens at the end of each iteration.

Theoretically, these actions can be anything, including blank, which makes a “for” exactly 
the same as a “while” loop. On the other hand, these actions can be added in other lines 
as in Sample Code #9, which makes the “while” loop functionally similar to a “for” loop.

 Key Point: for loops are similar to while loops, but in addition to the condition, they 
have an initial statement (runs only once) and an ending statement (runs at the end of each 
iteration).

 Reflective Questions

• Do you see the difference and similarity between while and for loops?
• Can you think of cases that can be done with one of them but not the other?
• Do you think it makes sense to have both?

 Practice Tasks
• Use a while loop, and write an algorithm to move step by step to get to a destination 

point.
• Modify the algorithm to use a for loop, and take 20 steps in the direction of the 

destination.
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2.3.5  Variables and the First Golden Rule of Programming

Remember that the computer cannot work with implied information. Anything we want to 
be done has to be explicitly stated. While in our mind, we simply add numbers and count 
how many numbers we have added, the computer needs to “know” this information:

• Before we get any grades, SUM is zero.

• There is a piece of information that says how many grades we have added (COUNT), 
and it has to start with zero too.

• Every time we add a new grade to SUM, we have to tell the program explicitly to 
increment COUNT.

Notice how we added new variables for each piece of information used in the program: A, 
SUM, GPA, and COUNT. It may not be the most efficient way of programming, but for those 
starting to code, it is a very helpful practice to define a new variable for every piece of infor-
mation that the program needs or uses. I call this the Golden Rule of Programming #1. 
We will see more about this rule and my other (made-up but super helpful) rules in the 
following sections of this chapter and the rest of the book. But this one is probably the most 
important (hence #1) as it defines our data in a very prominent way. 

Let’s see another example of a simple yet common algorithm. Searching is a very common 
task in many programs. We all have used Google or another search engine to find websites 
that have certain information, just like we have searched for a word inside a document. 
Intuitively, we know how to do this: we go through the text and compare the words with 
what we are looking for. But how do we describe this to a computer so that it is well defined 
and solution oriented?

In order to search, first, we need to know what we are looking for. As you can see in the 
sample code below, we create a variable called KEYWORD and give it a value (for example, 
entered by the user). Then, we need a loop to read a word from the file and compare it to 
the keyword (lines 3–4). The tricky part of this process is that we don’t know how many 
times we have to repeat. In such cases, our condition will be something like “repeat until 
we reach the end of the file,” or “repeat while we have not reached the end of the file,” as 
shown in line 2 below.

SAMPLE CODE #11

 1. Get KEYWORD

 2. While Not End-of-file

 Key Point: Golden Rule of Programming #1. For any important piece of information, 
define a variable in your program.
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 3.    Read WORD

 4.    If WORD == KEYWORD

 5.          Print “FOUND”

Note the use of == (comparison operator) in line 4. Make sure you don’t confuse this with 
the assignment operator (=). 

2.3.6  Loop Counter as a Variable

In the Sample Code #10, we have a variable as part of the “IF” statement that counts how 
many times we perform the operation. For now, it is used only for the purpose of counting. 
But this information can be used in many different ways. Imagine a program that wants to 
calculate the sum of all numbers from 0 to N (any given value). This will be very similar to 
the Code #10, except that we don’t have the Get operation because we know that the num-
bers are 0, 1, 2, …, N. Instead what we need is a value that starts at 0 and at each iteration 
increases by 1, and that is COUNT.

SAMPLE CODE #12

 1. SUM = 0

 2. For COUNT=0; COUNT < 50; COUNT++

 3.     SUM = SUM + COUNT

 Practice Task: Modify the search sample code so we can look for multiple keywords? 

 Reflective Questions: Do you feel this example is giving you an idea of how search 
engines work? What is missing? How would you expand the example to get a more advanced 
search process? What other topics do you think you need to learn about before you can have 
a real web search program? 

 Practice Task: Modify sample code #12 to do factorial. The factorial of N is the 
 multiplication of all numbers from 1 to N.

Hint: Note that the initial value can no longer be 0.

 Practice Task: Modify sample code #12 so that it adds all the number from 10 to 50.
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If you look at the examples we discussed in this chapter, you will notice that most of them start 
by identifying the variables we will use in the algorithm. This makes sense because a program 
is usually a set of operations that process certain information. Next, I will discuss this data-
centered approach to problem-solving, which we will use in most examples of this book. 

2.4  DATA-CENTERED APPROACH TO PROBLEM-
SOLVING AND ALGORITHM DESIGN

Algorithms for programming are like sketches for artists. They are essential design tools 
for establishing what you want to do before you start writing code. The software design 
process is very similar to the visual design process we discussed earlier. Just like we start 
drawing a scene by observing and identifying the main objects, the algorithm design starts 
by “visualizing” the program and identifying the main elements. 

These are both information and operations, but since most programs are created to pro-
cess information, it is a good practice to start your design by identifying the main data 
elements and then move to what operations you need to perform on that data. This is what 
I call the Data-Centered Approach and is inspired by the visual design process we dis-
cussed in the previous section. 

Remember from the Introduction that each software project has to start by understand-
ing what the program needs to do, or what we called requirement analysis. The Data-
Centered Approach is a simple way of doing requirement analysis for a program. It is based 
on the assumption that a program is a means of processing information, and as such, its 
requirements can be defined using the information it uses and the operations it performs 
on the information. The Data-Centered Approach has the following main steps:

 

 

 

 

 

 

 

 

1. Visualize your program. Use drawing, doodles, charts, or any other method that 
works for you, but try to “see” the code as a combination of elements. 

2. Identify the main data items and how they are related. 

3. Create a variable for each of your data items.

4. Describe the operation performed on your data through a “rough” algorithm. A good 
starting point for knowing what your code should do is to answer these variable-
related questions or Three HOW Questions (3HQ):

1. How is each variable initialized?

2. How does the value of each variable change?

3. How is each variable used in the program/algorithm? 

5. Refine the program by adding details and fixing issues

 Reflective Questions: How can you expand these examples to do other tasks in a similar 
way? 
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The concept of a “rough” algorithm in Step 4 is the same as an artist’s sketch. Its main 
purpose is to establish the basic structure not to define all the details. It will be later refined 
to have a more detailed algorithm, followed by the actual program, which itself will go 
through refinement. We will talk about this refinement process in the next section, but 
first, we look at some examples of the data-centered approach.

To start, let’s revisit our GPA code, Sample Code #8. This simple program is easy to visual-
ize (Exhibit 2.5). The main data elements are grades, COUNT, SUM, and GPA. The rela-
tionship between these is very straight-forward: COUNT is related to the total number of 
grades; SUM is related to the added value of the grades, and GPA is related to SUM and 
COUNT. We can simply create a variable for each one of them. Later, we will talk about 
naming variables, but for now, let’s just use something intuitive.

Steps 1–3 of the above process deal mainly with “what we have,” that is, our informa-
tion and entities. Step 4, on the other hand, deals with “what we do,” the operations. The 
questions 4.1, 4.2, and 4.3 are good starting points because the operations we perform are 
generally what needs to be done with our data. Answering those questions creates the basic 
skeleton of the program, if not all, of it. 

The code initializes (gives initial value to) SUM and COUNT. A simple rule is that if 
the first time we use a variable, it is getting a value, then we don’t need to initialize it. For 
example, grade (variable A) and GPA don’t need an initial value. But if the first time the 
variable is used, it will be part of any other operation, then it needs a value. For example, if 
COUNT has no initial value, the operation “COUNT = COUNT + 1” cannot be performed 
because it cannot calculate COUNT + 1. 

Our next question is about when the variables change. The answer to that was in a loop 
where the grade is received from the user or read from a database, and SUM is updated. 
This results in line 3 and its group (3a-3c). GPA is changed (or set) in line 4.

Finally, we need to see where each variable is used. Grades are already used in calculat-
ing SUM. COUNT is used in line 3 for the loop. SUM will be used later in line 4 to calculate 
GPA, which itself is used in line 5 to make the final decision of the algorithm and perform 
the main task.

 Key Point: Data-Centered Approach to programming defines the program in terms of its 
main data items and the operations performed on them. It is a simple way of doing require-
ment analysis.

EXHIBIT 2.5 Visualization of the GPA program.
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2.4.1  Finding Min and Max

In many programs, we deal with a series of numbers and are required to find the minimum 
and maximum values. Again, while intuitively quite simple, it is important to have an algo-
rithm that is clear and leads to a solution all the time. We start by visualizing our program. 
It consists of a set of numbers (values) but also includes two explicitly separate numbers 
that represent the min and max values. When we talked about creative problem-solving, 
I mentioned that problem definition and presentation are important skills. Exhibit  2.6 
shows two different representations of this problem.

While conceptually the same, 6a hides max (or min) as a number within a series of 
data. As such, we need to know how to have all the data and access any particular number 
within that series. 4b, on the other hand, defines max as a separate data item. If we have 
max or min separately, the problem of how to keep and access the series of data no longer 
exists. Assuming that we read the sequence of numbers one by one, we only need to get 
the next number and update min and max if needed. Once used, the input data can be 
discarded, and the variable can get a new value from the next data.

First, let’s see how we can do this for only two numbers. We have three pieces 
of  information: two input data items and one to hold the max value. The logic is very 
 simple;  we  assume max is the first data; then, if the second number is bigger, then we 
update max. 

 Key Point: For each variable in your program, ask the three variable-related or “three 
HOW questions” (3HQ): how to initialize, change, and use.

 Reflective Questions

• Can you identify the answers to the 3HQ in the sample codes we have in this chapter? 
• Do you think by answering these questions, most of the code will be in place? 
• Does that show you the value of these questions and the data-centered approach? 

EXHIBIT 2.6 Identifying the maximum value in a series of data (item with a star). (a) It is shown as 
one of the data items. (b) It is a separate data and gets its value from one of the data items.
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SAMPLE CODE #13

 1. Get DATA1

 2. MAX = DATA1

 3. Get DATA2

 4. If DATA2 > DATA1

 5.    MAX = DATA2

It makes sense to initialize max with the first number because when we only have one 
number (first item), max has to be that. 

Now, let’ see what happens if we have a series of numbers and also how we can do both 
max and min. 

SAMPLE CODE #14

 1. Get DATA

 2. MIN = DATA

 3. MAX = DATA

 4. While MORE DATA

 5.          GET DATA

 6.          If DATA > MAX

 7.                MAX = DATA

 8.          If DATA < MIN

 9.                MIN = DATA

Note that the name of variables is arbitrary. We talk about naming in more detail later. 
For now, assume that we try to use something simple and meaningful.

 Practice Task: How can we modify Sample Code #14, so we only need to have one 
“Get DATA” instruction?

Hint: Remove the "Get DATA" outside the loop, and find out what should be the initial 
value of MIN and MAX.

 Reflective Questions: How does the MIN/MAX algorithm compare to the search algorithm 
that we saw earlier? What is common between them? What other variations can you imagine?
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2.5  STEPWISE REFINEMENT FOR ALGORITHMS
Problem-solving is a cyclical and iterative process. We hardly reach our final solution in 
one attempt. Think about the problem of “what to make for dinner?”. It is quite common 
in my home as my wife and I and our child can be quite particular about our interests 
but don’t necessarily have the same ideas. When dealing with this problem, you probably 
start by some basic requirements that guide the solution: “We should use what we have 
in the fridge.” Or “It should include some protein and some vegetables.” Combining your 
requirements, you will end up with your first rough solution: Chicken with mushroom and 
eggplant.

This gives you a general idea, but then you would need to know more details, so you 
decide on stir-frying them, and then, you choose and add spices and cooking sauces to the 
solution, and possibly a side of rice. And voila, you have your final dinner. It would have 
been counterproductive to spend too much time choosing spices at first when you don’t 
know your ingredients yet. A fish spice may not work well on your chicken, or the sauce 
you end up using may already be too spicy to add more pepper. 

Similarly, an artist follows an iterative process to finish a design. She first establishes the 
basics, parts and their relation, and then, details are added in multiple cycles, as shown in 
Exhibit 2.7. Final details of the face can only be added once we know how the whole body 
looks like as the expressions should match the body.

Algorithm and program design follow a similar process. There is no point thinking 
about how to format the print-out in Sample Code #11 until we know what the output is. 
In the Sample Code 12, our program relies on getting data from a file (or another source). 
Anyone using a computer knows that sometimes reading data from a file encounters prob-
lems such as a corrupted file or access restrictions (you must have seen the infamous “Error 
404: File Not Found” online). The program should know what to do if something like that 
happens, but that detail is less important than the main flow of instructions, as shown in 
the sample code. Finally, a task may be made of sub-tasks. Getting data from a file may 
include opening the file, reading the data, and then closing the file.

In general, you can think of the program as a series of important “what” questions (as 
in “what to do?”) plus some “how” (as in “how to do it?”) and “what-if” (as in “what if this 
happens?”) questions. There is no point dealing with how and what-if questions if we have 
not answered our “what” questions yet, and these questions all come in priorities based 

EXHIBIT 2.7 Stepwise refinement.
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on their dependence. The process of iteratively going through the code and adding details 
based on our questions is called “stepwise refinement.” Let’s learn about it more through 
some examples.

Consider the relatively simple task of calculating the class average after a quiz. Our first 
attempt at solving the problem is to establish the general process:

Initialize variables

Input, add and count

Calculate and print

This clearly doesn’t say much but gives us the general idea of what to do. Next, we can add 
details to each part.

Initialize sum to zero

Initialize counter to zero

Input the first grade

While input valid

    Add to sum

    Increment counter

    Input next grade

Set average equal to sum divided by counter

Print

This looks a lot more detailed but still is missing some things in Step 3.

If count is not zero

 Set average to total divided by count

 Print average

Else

 Print “no grades entered”

 Key Point: Start with a rough “big picture” or “basic” version of your algorithm. This should 
include the main data and operations. Then, add details when needed.
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2.5.1  Restaurant Bill Calculation

You’ve probably heard the saying, “if you can calculate the tip in a restaurant, then you 
can do this.” I said it myself at the beginning to convince you that you can code. However, 
calculating the tip still requires some thinking and problem-solving. And there is more to 
calculating the whole bill. Let’s use our stepwise refinement approach to design a program 
for calculating the total bill in a restaurant.

How do we find the total amount we owe after a meal? Adding up all the item prices 
sounds like a good starting point.

 1. Get P1 (price for meal item 1)

3. SUM = P1 + P2

 2. Get P2 (price for meal item 2)

 

 4. Print SUM

Unfortunately for us, there is always tax. So, we modify this to include that, assuming an 
8% service tax:

 1. Get P1

 2. Get P2

 3. SUM = P1 + P2

 4. TOTAL = SUM * 1.08

 5. Print TOTAL

We seem to have forgotten about the tip, didn’t we? 

 1. Get P1

 2. Get P2

 3. SUM = P1 + P2

 4. TOTAL = SUM * 1.08

 5. Get TIP

 6. TOTAL = TOTAL + TIP

 7. Print TOTAL

Now the program looks complete as it answers all the “what” questions we had. However, 
no software development project is ever completely finished. Just think about the apps on 
your smartphone and how often they update. We may always find bugs (existing behaviors 
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that were not intended) or new features (desired behaviors that were not planned). For 
example, there are some rules for calculating the tip. We could use them and simplify the 
program for the user. That is a “how” question.

 1. Get P1

 2. Get P2

 3. SUM = P1 + P2

 4. TOTAL = SUM * 1.08

 5. TIP = TOTAL * 0.15

 6. TOTAL = TOTAL + TIP

 7. Print TOTAL

We can continue refining this by asking more “how” questions. This time, we ask the user 
for the tip percentage and then do the calculation.

 1. Get P1

 2. Get P2

 3. SUM = P1 + P2

 4. TOTAL = SUM * 1.08

 5. Get TIP _ PERCENT

 6. TIP = TOTAL * TIP _ PERCENT

 7. TOTAL = TOTAL + TIP

 8. Print TOTAL

Now, we can have a “what-if” question. What if we want this to be repeated for all customers?

 1. While Customers

 2.     Get P1

 3.     Get P2

 4.     SUM = P1 + P2

 5.     TOTAL = SUM * 1.08

 6.     Get TIP _ PERCENT

 7.     TIP = TOTAL * TIP _ PERCENT
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 8.     TOTAL = TOTAL + TIP

 9.     Print TOTAL

Now, let’s ask, “what if we have more than two items?”

 1. While Customers

 2.     Get N (number of items for this customer)

 3.     SUM = 0

 4.     For COUNT=0; COUNT < N; COUNT++

 5.           Get Price (price for meal items)

 6.           SUM = SUM + Price

 7.     TOTAL = SUM * 1.08

 8.     Get TIP _ PERCENT

 9.     TIP = TOTAL * TIP _ PERCENT

 10.     TOTAL = TOTAL + TIP

 11.     Print TOTAL

You can even imagine more “what” questions to significantly change what the pro-
gram does. Each one of these questions (and their answers) will refine our algorithm, 
add more detail, and get us closer to what we consider satisfactory. At that point, the 
algorithm can be passed to a software programmer for actual coding. Note that the 
programmer can be the designer or someone else. Either way, programming involves 
translating this algorithm into a formal language. The process of refinement doesn’t 
end, though. The programmer (and the designer) will continue adding details, fixing 
errors, and possibly adding features. We will talk about the software development pro-
cess in later chapters, but our next step is to learn more about computers and how real 
programs work. 

 Practice Task: Consider the task of creating a simple calculator.

• Start by a simple case of asking the user to choose an operation and two operands. 
Then, perform the operation and show the result.

• Then, add a loop to keep doing this until the user chooses to end.
• Finally, add error checking if the user enters zero for the second operand of a division. 
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HIGHLIGHTS

• Software design and programming are primarily problem-solving tasks. So, we can 
use established problem-solving methods for them.

• The following visual design process can help with programming:

• Observe the problem space

• Identify major entities

• Sketch the basic structure

• Add details and refine.

• Programs have two general aspects: syntax and logic.

• Information (a.k.a. data) in a program or algorithm is generally stored in “variables” 
that have name and value.

• The = sign is called the assignment operator. It assigns the value of the right side 
(r-value) to the variable on the left side (l-value).

• The sequential execution is the basis for the logical flow of programs and dependency 
of each operation on what came before.

• In programming, a language construct is a syntactically allowed combination of 
 language elements that performs a certain task.

• Conditional statements are constructs that implement selection. If is the most 
co mmonly used conditional statement that has a condition and a body of code that 
runs if the condition is true.

• Loops are constructs that implement iteration. A while loop has a similar structure 
to an if statement (condition plus body of the code), but repeats the code as long as 
the condition is true.

 Reflective Questions: Think about the stepwise refinement process. 

• How easy is it to identify the “basic” parts to do first? 
• Do you feel the stepwise refinement adds value to algorithm design? 
• Can you consider some existing programs and imagine the stepwise refinement process 

for them?
• Do you see the relationship between stepwise refinement and incremental release of 

features that we see in modern apps? All the refinements don’t need to happen in one 
version.
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• for loops are similar to while loops, but in addition to the condition, they have an 
initial statement (runs only once) and an ending statement (runs at the end of each 
iteration).

• Golden Rule of Programming #1. For any important piece of information, define a 
variable in your program.

• For each variable in your program, ask the three HOW questions: how to initialize, 
change, and use. 

END-OF-CHAPTER NOTES

A. Things I Should Mention

• I took a course on Urban Sketching in Ottawa School of Art a few years ago, and my 
instructor helped me establish the analogy between the visual design and algorithm 
design processes.

• In a sense, software design is like an art. To learn it, we first need to learn the craft, 
and how to use tools and perform basic tasks. Pure programming is more like a craft. 
This doesn’t mean that craft people don’t make design decisions or have no artistic 
talent. But the real beauty comes from a good design. The line between design and 
coding is not very clear. Most of the time, the programmers have to revise and refine 
the design and write algorithms. The tasks are quite overlapped or even done by the 
same person. 

• Divergent thinking and presenting a problem in different forms are essential skills for 
software developers. They have to be coupled with recalling previously experienced 
patterns to allow creative problem-solving. Good software designers rely on these 
skills all the time.

• Experienced programmers may not explicitly write algorithms, but they do that in 
their minds or rely on well-established algorithms that they are familiar with. 

• I sometimes summarize the data-centered approach in two steps: what we have (data) 
and what we do (operations). Feel free to use this short version if it works better 
for you.

B. Self-test Questions

• What are the common problem-solving methods?

• What is an algorithm?

• How does the assignment operation work?

• How do we control the linear flow of a program?

• What is a data-centered algorithm design?
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• What is the Golden Rule of Programming #1?

• What questions do we ask for each variable?

• How do what-if and how questions help refine an algorithm?

C. Things You Should Do

• Check out these websites:

• https://teachinglondoncomputing.org/resources/developing-computational-  
thinking/algorithmic-thinking/

• https://www.coursera.org/learn/algorithmic-thinking-1

– Coursera is a great place to take online courses.

• Take a look at these books:

• Think Like a Programmer by V. Anton Spraul

• Thinking and Problem Solving by Robert Sternberg

D. Reflect on the Experience of Reading This Chapter

• What did you expect from this chapter before reading it?

• What was it about, and what did you learn?

• What tasks did you perform, and what difficulties did you face?

• How did you feel about the material and tasks presented in this chapter?

• How can you improve your learning experience?

• How do you see this topic in relation to the goal of learning to develop programs?

• What is your approach to problem-solving?

• How comfortable are you with defining an algorithm for your everyday tasks?

• Do you see the point of visualizing a problem?

• Do you feel the algorithm design questions help streamline the design process for you?
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C H A P T E R 0

Introduction

Hello! It appears that you might be interested in languages of the programming kind.
Whether you are certain that you are, or are not so sure that you are, we’ll try, in this
chapter, to pique your interest and make the study of programming languages look not only
fun, but worthwhile.

0.1 WHY STUDY PROGRAMMING LANGUAGES

Learning new programming languages will enable you to think about, and solve, problems
in new and sometimes surprising ways.

How so? Try writing a function to sum the squares of the even numbers in an array. If all
you know is C, you might think through this exercise as follows:

int sum_of_even_squares(int* a, unsigned int length) {
int total = 0;
for (unsigned int i = 0; i < length; i++) {

if (a[i] % 2 == 0) {
total += a[i] * a[i];

}
}
return total;

}

But this is unsatisfying: why is the variable i there? Why do we care about the indexes of
the array? In Swift, we can iterate over the array elements directly:

func sumOfEvenSquares(_ a: [Int]) -> Int {
var sum = 0
for x in a {

if x % 2 == 0 {
sum += x * x

}
}
return sum

}

1
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Slightly better, perhaps, but we can express a solution in a completely different way. Rather
than the for-loop and its nested if-statement putting each individual element in charge of
the overall computation, we can let the array do the work, by:

1. Selecting, or filtering by, its even elements,
2. Mapping the square operation over the selected elements, then finally
3. Reducing the squares to a single value by summing them together.

Many popular languages have these operations. Ruby does:

def sum_of_even_squares(a)
a.select{|x| x % 2 == 0}.map{|x| x * x}.reduce(0, :+)

end

And so does Clojure:

(defn sum-of-even-squares [a]
(->> a (filter even?) (map #(* % %)) (reduce +)))

We should be fair and show that Swift is just as capable:

func sumOfEvenSquares(_ a: [Int]) -> Int {
return a.filter{$0 % 2 == 0}.map{$0 * $0}.reduce(0, combine: +)

}

Java, too, can filter, map, and reduce:

public static int sumOfEvenSquares(int[] a) {
return IntStream.of(a).filter(x -> x%2==0).map(x -> x*x).sum();

}

Python expresses mapped and filtered sequences with a generator expression:

def sum_of_even_squares(a):
return sum(x*x for x in a if x % 2 == 0)

K uses powerful array operators to yield a remarkably terse one-liner:

sumofevensquares: {+/x[&~x!2]^2}

Let’s move from loops to assignment. What happens after executing x = y + z? The vari-
able x gets updated on the spot and the old value is lost forever, right? Not so fast.... You
may encounter languages in which the “value” of x is its entire history of values, or in
which x automatically updates whenever y or z are subsequently changed. There are even
languages that prohibit assignment altogether!

The fun doesn’t stop there. In learning new languages, you’ll find lists that aren’t physically
stored but produce their elements on demand. And models of the world where every piece
of data, even small integers, can act as “little computers” that can send and receive mes-
sages. You may run into languages that can perform computation during type checking and
languages that allow processes to restart after they die. You will even encounter languages
in which you never code step-by-step algorithms; instead, you simply state the properties
you expect of a solution, and let a built-in inference engine find the solution for you.

Exposure to new languages can help you write better code in the languages you do use
every day, as you discover ways to simulate features that your language lacks. In addition,
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you’ll acquire the foundation to learn new languages more easily, and even design your own
language. Even if you don’t create the next Python or C++, remember that language design
happens at small scales too: you can create little languages to control robots or paintbrushes,
invoke commands in a conversation-based game, describe formulas to input into a calculator
or spreadsheet, or specify questions to ask of a search engine or database.

Steve McConnell articulates these benefits as well as anyone [82]:

...Mastering more than one language is often a watershed in the career of a
professional programmer. Once a programmer realizes that programming prin-
ciples transcend the syntax of any specific language, the doors swing open to
knowledge that truly makes a difference in quality and productivity.

0.2 PROGRAMMING LANGUAGE ELEMENTS

What are some of the principles, or concepts, that transcend multiple languages? We’ll
answer this question throughout the book, but first, it helps to provide a foundation by
introducing the basic linguistic elements that underlie these concepts. These elements will
provide us with the working vocabulary we will need to describe programming principles
and compare and contrast programming languages in a meaningful way.

A value is a unit of data. We have numeric values (e.g., three, π, ninety-seven point eight),
values for truth and falsity, character and text values (strings), values containing other values
(whose internal values may be named or numbered), and values that indicate missing or
unknown information.

A literal is a representation of a value. A few examples follow:

• 95 is a literal for the value ninety-five. Alternate representations for this value include
0x5F (0x is a common prefix for hexadecimal numerals), 0b1011111 (b means binary),
and 0.0095E4 (E means “times-ten-to-the”).

• true (sometimes True or T) is the literal representing truth; false (or False or F) is
the literal representing falsity.

• The quoted sequence of characters "Hello, how are you?" is a string literal repre-
senting a common English greeting.

• :alice (rendered in some languages as just alice) is a kind of literal known as an
atom, or symbol. Atoms stand only for themselves and nothing else. Unlike strings,
they are not decomposed into character sequences.

• [0, true, 98.6] is literal for the sequence of three values: zero, truth, and ninety-
eight point six.

• {latitude: 29.9792, longitude: 31.1344} is a literal representing the location of
the Great Pyramid of Giza.

• x => x / 2 is a literal representing a function that halves its argument. Alter-
nate forms for this function include {%0 / 2}, #(/ % 2), lambda x: x / 2, and
function (x) {return x / 2}.

• null (sometimes nil or None) is a literal used to indicate the intentional absence of
a value.

• undefined is a literal used to indicate some desired value is unknown or purposely
not being divulged. Think of this as “I don’t know,” “I don’t care,” or “None of your
business.”
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A variable is a name that refers to a value. Do not confuse variables and values: variables
either stand for or hold values, they are not themselves values. In some languages, a variable
is simply a name bound to a value; in others, a variable is a container into which different
values can be placed at different times during program execution. Variables of the latter
kind are more properly called assignables. [49] Regardless of the kind of variable, please
note a value never changes (five is always five), but which value is bound to or held by a
particular variable may vary.

An expression is a combination of literals, variables, and operators that is evaluated to
produce a value. Some operators require all of their operands to be evaluated; some, like the
popular && (“and then”) and || (“or else”), do not. An example of expression evaluation,
assuming s holds the value "car", y holds the value 100, and found holds the value true,
follows:

7 * s.indexOf('r') + Math.sqrt(y) / 2 <= 0 || !found
⇒ 7 * 2 + Math.sqrt(y) / 2 <= 0 || !found
⇒ 14 + Math.sqrt(y) / 2 <= 0 || !found
⇒ 14 + Math.sqrt(100) / 2 <= 0 || !found
⇒ 14 + 10 / 2 <= 0 || !found
⇒ 14 + 5 <= 0 || !found
⇒ 19 <= 0 || !found
⇒ false || !found
⇒ !found
⇒ !true
⇒ false

A routine is a (generally parameterized) unit of code. Routines that can only start from
the beginning when called are known as subroutines; those able to resume from where
they last yielded when called are known as coroutines. Some languages use the term
function in place of subroutine; others use the term only for subroutines that return values,
while using procedure for subroutines returning no values. Coroutines interleave their
execution on a single sequence of instructions, explicitly yielding control to each other, while
threads and processes run independently, preempted at times by the operating system
when their number exceeds the number of available hardware execution units. Generally,
we speak of threads as sharing memory, while processes maintain their own local memory
and communicate exclusively via messages.

A type, roughly, determines a collection of values with some prescribed behavior. That a
value v has type T means that only certain operations may be applied to v. The notion of
“type” in programming language theory is extremely deep, and has filled entire books, for
example [97]. Typing is central to the study of languages, as the point of a language’s type
system is to provide (meaningful) constraints on what we can and cannot say.

We have an intuitive sense that values belong to types—true to the boolean type, 0.3 to
some kind of numeric type, and "Hello" to the string type—but exactly how these types
are defined can vary significantly by language. Some languages use different types for integer
and non-integer numeric values. Some arrange types into supertype-subtype relationships,
where a value of a subtype can be used wherever a value of a supertype is expected. Some
languages group all functions into a single type, while others type their functions based on
the types of arguments or permitted return values:
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Language Literal Type
Lua function (x) return x * x end function
JavaScript x => x * x Object
Elm \x -> x * x number -> number
Python lambda x: x * x function
Julia x -> x * x Function
Scala (x: Int) => x * x Int => Int
Go func (x int) int {return x*x} func(int) int

Closely related to the notion of type is that of class, which, roughly, is a kind of factory
for instantiating objects that have a particular internal structure. Some languages have no
classes, some conflate the notion of class and type, and some take great care to distinguish
classes from types.

A statement is code that performs an action. Common types of statements include (1)
declaration statements to bring variables into existence, (2) expression statements to eval-
uate expressions, (3) assignment statements, (4) invocation statements to run subroutines
or start coroutines, (5) conditional statements (if, unless, switch, match) to execute code
only under certain conditions, including the resumption of one of several coroutines based
on the state of various guarded expressions, (6) iteration statements (while, do while,
for, repeat) to execute code repeatedly, and (7) disruptive statements (break, continue,
retry, throw, return, yield, resume) for changing the “normal” control flow.

Many languages provide a means for throwing or raising an exception when something
has gone wrong, and a means to catch, or handle, thrown exceptions. Languages without an
exception facility will often have a means to allow certain operations to return two values,
one indicating success or failure, and the other for the expected value on success. You may
also encounter option values, in which the value itself is tagged with an indication of it
being a proper value or an error (or missing) value.

Modern languages support the notion of programming-in-the-large via modules or pack-
ages, which encapsulate strongly related entities of a library or application. The program-
mer may export some of the entities to the rest of the program, leaving the others private
to the module. Modules may import (sometimes called load or require) entities from other
modules. Often, but not always, modules correspond to files.

There are, of course, many more language elements that we need to learn. It is especially
crucial to study concepts and language models which are not “mainline.” In [123], Bret Victor
shows how work in the 1960s and 1970s created programming models that manipulate data
rather than code, are parallel rather than sequential, use goals instead of procedures, and
are represented spatially rather than in text strings. It would be a tragedy, he says, if people
were to miss these and other ideas, or worse, to simply master one way of programming
and forget that they could ever have new ideas about programming models.

0.3 EVALUATING PROGRAMMING LANGUAGES

Why do people sometimes argue over their favorite languages, often claiming “their” lan-
guage is better than “your” language? All languages have their flaws, which can be a
source of great humor: Gary Bernhardt’s WAT [12], Melissa Elliott’s PHP Manual Master-
pieces [29], and Eric Wastl’s PHP Sadness [126]. But most languages do some things well
and other things not so well. You might be able to rate a language’s suitability for certain
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tasks, but an overall language rating is not worth looking for. To judge a language, you
must know why it was designed. Let’s take a look at a few of these reasons:

Fortran Numeric computation
Lisp Symbolic computation; Artificial intelligence
COBOL Business computation
Algol 60 Algorithmic description
Algol 68 General-purpose computation
Pascal Teaching structured programming
Modula Modular programming
C Systems programming
SQL Database applications
Scheme To be a simpler alternative to Lisp
Prolog Expert systems; Natural language processing
Smalltalk Personal computing
MATLAB To be an alternative Fortran for numeric computation
Ada Megaprogramming; Embedded systems
C++ Simulation
ML Theorem proving
Perl Scripts, with a focus on text processing
Erlang Massively scalable, available, soft real-time systems
Python Scripting, with an extensible language
Ruby To be the language Matz1 wanted, and to be better than Perl
Lua General-purpose scripting
K Ultra high-performance numerical (typically financial) analysis
R Statistical and graphical computing
Java Compact downloadable executable components
C# Enterprise computing on the .NET platform
JavaScript Client-side scripting for web applications
PHP Server-side scripting for web applications
PostScript Formatting of printed documents
Haskell To bring together a number of existing functional languages
Io Dynamic language experimentation
Scala To support both functional and object oriented programming
F# To solve complex problems in a simple way
Clojure To be a modern Lisp dialect for the JVM
CoffeeScript To be a cleaner JavaScript
Dart Modern web applications
Go Large distributed, interconnected systems
Parasail Safe, secure, highly parallel applications
Rust Large, safe, network clients and servers
TypeScript To be a superset of JavaScript for large applications
Elm Browser-based apps in a functional, reactive style
Elixir To modernize and extend Erlang
Julia High-performance scientific computing in a dynamic language
Hack Web applications in a safe variant of PHP
Swift iOS development with modern language features

1Yukihiro Matsumoto, the designer of Ruby
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It’s probably a good bet that a language designed expressly for the purpose of formatting
printed documents might not be good for writing web servers. So what is the point of
arguing whether PostScript is better than Go? The correct retort to “A is better than B”
is “For what, exactly?”

In addition to understanding the kinds of problems a language was designed to solve, we need
to understand how a language solves these problems. We can then classify languages in a way
that enables us to compare and contrast. Unlike book outlines and company organization
charts, we can’t fit programming languages into a neat, single, hierarchical ontology. This
isn’t too surprising: in many knowledge disciplines, hierarchies simply don’t exist. Clay
Shirky makes this point beautifully in his essay Ontology is Overrated [109]. When there is
no hierarchy, we employ tags. Here are a few tags we can use to label languages:
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�

�

�

	
Imperative

�

�

�

	
Applicative
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�Functional
�

�

�

	
Logic

�

�

�

�Von Neumann
�

�

�

	
Object-Oriented
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System
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Scripting
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�Intermediate
�

�
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�Esoteric
�

�

�

	
Toy

�

�

�

�Educational
�

�

�

	
Domain-specific

A given language will generally have quite a few tags. Java, for example, was introduced to
the world as simple, object-oriented, familiar, robust, secure, architecture neutral, portable,
high-performance, interpreted, threaded, and dynamic [42]. Scala, by design, is both func-
tional and object-oriented. Understanding the various tags, or categories, provides impor-
tant contextual information for language evaluation. But on exactly what criteria might we
evaluate languages?

We may, for example, look at technical reasons:

• Readability. A significant portion of a programmer’s time is spent trying to figure
out existing code. Code must be understandable enough to be validated, fixed, or
adapted to new requirements.

• Writability. Sometimes a language makes programming a chore, requiring one to
fit a solution into the language’s “opinionated” constraints. James Hague calls these
puzzle languages, writing: “if it takes focused thought to phrase that solution into
working code, you go down one path then back up, then give up, then try something
completely different—then you’re almost certainly using a puzzle language.” [47]

• Expressiveness. Isn’t it lovely when A=B+C just works—when A, B, and C are . . .
matrices? Or when we can avoid writing type expressions because the compiler infers
the types for us? Or when we have high-level constructs to make concurrent program-
ming safe without us having to remember to acquire and release locks? Or when we
can simply express what we want and have the system figure out how to get it for us?

• Guidance. It can be very frustrating when a programmer uses a value of the wrong
type, or forgets a case in a switch statement, or mis-indents, and the code happily
executes—with surprising results. Some languages try to make common mistakes im-
possible to write.

• Efficient compilation, efficient execution, or both. Who wants to sit around
waiting for code to compile,2 or run?

2Obligatory xkcd link: http://xkcd.com/303/
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But we may end up choosing a language for other, “softer,” reasons:

• It might be the only language suitable for a specific problem.

• You just like it. We all have our own preferences. As they say, “there’s no accounting
for taste.”

• You need to hire enough people that already know it. Face it, some languages are very
popular; some are not.

• There is a wealth of development tools (IDEs, fast compilers), or resources (books,
blog posts, activity on programming Q&A sites) for it.

• A big government, or a big company, created or backed it (IBM created PL/I, Sun—
Java, Google—Go, Facebook—Hack, Mozilla—Rust, and Apple—Swift).

• Everyone else is using it. There’s an old saying that goes: “No manager ever got fired
for choosing Java.”

• Your company already invested too much in it, and it’s too expensive to change.

• You’re sticking with it because you’re too tired, or don’t have enough time, to learn
something new.

When you finally go out on a limb and proclaim your love of language A, or that your
team should use language B for task C, you should be ready with an informed rationale,
perhaps informed from the criteria above. If your decision is less than popular, you may be
challenged with questions such as why your preferred language X does not have feature Y .
The answer may be “because it has feature Z instead.” For instance:

• The expressive power of dynamic typing, persistent data structures, functions as first-
class values, higher-order functions, and closures (all topics we’ll introduce in the
book) saves development time and makes it easier to reason about program behavior,
but may negatively impact runtime performance.

• Automatic garbage collection, where unreachable memory is automatically freed up
without direct programmer intervention, may save thousands of hours of programmer
time, but should not be used in embedded, life-critical, real-time systems. A collector
might decide to free up space while your code is performing a time-sensitive compli-
cated maneuver in a fighter plane or delivering radiation to a patient.

These tradeoffs, and others like them, tell us why there cannot be a best language for all
situations. But this makes life better, because we get so many choices. The next twelve
chapters will take you through twelve modern languages and the choices made by their
designers. We’ll see design tradeoffs time and time again. Have fun.
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How to Solve It

We need to do away with the myth that computer science is about computers. Computer
science is no more about computers than astronomy is about telescopes, biology is about
microscopes or chemistry is about beakers and test tubes. Science is not about tools, it is
about how we use them and what we find out when we do.

Michael R. Fellows and Ian Parberry
Computing Research News (1993)

It has often been said that a person does not really understand something until after teaching
it to someone else. Actually a person does not really understand something until after
teaching it to a computer, i.e., expressing it as an algorithm.

Donald E. Knuth
American Scientist (1973)

Computers now touch almost every facet of our daily lives, whether we are
consciously aware of them or not. Computers have changed the way we learn,

communicate, shop, travel, receive healthcare, and entertain ourselves. They are
embedded in virtually everything, from major feats of engineering like airplanes,
spaceships, and factories to everyday items like microwaves, cameras, and tooth-
brushes. In addition, all of our critical infrastructure—utilities, transportation,
finance, communication, healthcare, law enforcement—relies upon computers.

Since computers are the most versatile tools ever invented, it should come as
no surprise that they are also employed throughout academia in the pursuit of
new knowledge. Social scientists use computational models to better understand
social networks, epidemics, population dynamics, markets, and auctions. Humanists
use computational tools to gain insight into literary trends, authorship of ancient
texts, and the macroscopic significance of historical records. Artists are increasingly
incorporating digital technologies into their compositions and performances. Natural

1
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Understand the 
problem

Design an 
algorithm
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your algorithm 

and results

Figure 1.1 A simplified view of the problem solving process.

scientists use computers to collect and analyze immense quantities of data to
make discoveries in environmental science, genomics, particle physics, neuroscience,
pharmacology, and medicine.

But computers are neither productive nor consequential on their own. All of the
computers now driving civilization, for good or ill, were taught by humans. Computers
are amplifiers of human ingenuity. Without us, they are just dumb machines.

The goal of this book is to empower you to teach computers to solve problems and
make discoveries. Computational problem solving is a process that you will find both
familiar and new. We all solve problems every day and employ a variety of strategies
in doing so. Some of these strategies, like breaking big problems into smaller, more
manageable ones, are also fundamental to solving problems with a computer. Where
computational problem solving is different stems from computers’ lack of intellect
and intuition. Computers will only do what you tell them to and nothing more.
They cannot tolerate ambiguity or intuit your intentions. Computational problem
solving, by necessity, must be more precise and intentional than you may be used to.
The payoff though, paraphrasing Donald Knuth1, is that teaching a computer to do
something can also dramatically deepen our understanding of that thing.

The problem solving process that we will outline in this chapter is inspired by How to
Solve It, a short book written by mathematician George Polya [50] in 1945. Polya’s
problem solving framework, having withstood the test of time, consists of four steps:

1. First, understand the problem. What is the unknown? What are the data?
What is the condition?

2. Second, devise a plan to solve the problem.

3. Third, carry out your plan, checking each step.

4. Fourth, look back. Check the result. Can you derive the result differently?

These four steps, with some modifications, can be applied just as well to compu-
tational problem solving, as illustrated in Figure 1.1. In the first step, we make

1You can learn more about Donald Knuth at the end of this chapter.
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Figure 1.2 Some examples of computational problems.

sure that we understand the problem to be solved. In the second step, we devise an
algorithm, a sequence of steps to solve the problem. In the third step, we translate
our algorithm into a correct program that can be carried out by a computer. We
will be using a programming language called Python throughout this book to write
programs. Finally, in the fourth step, we look back on our results and ask whether
we can improve them or the algorithm that derived them. Notice that this process is
often not linear. Work on one step can refine our understanding of a previous step
and nudge us backward, not unlike the process of writing a paper.

This chapter serves as a framework for your learning throughout the rest of the book.
Each subsequent chapter will flesh out aspects of these steps and make them more
concrete by focusing on new types of computational problems and the techniques
used to solve them.

1.1 UNDERSTAND THE PROBLEM

First, understand the problem. What is the unknown? What are the data?
What is the condition?

In computer science, we think of a problem as a relationship between some initial
information, an input , and some desired result, the output . To solve the problem,
we need to teach a computer how to transform the input into the output. The steps
that the computer takes to do this are called a computation . In Polya’s language,
the “data” are the inputs, the “unknown” is the output, and the ”condition” is the
relationship between the two.

Figure 1.2 illustrates three common computational problems. In each, an input enters
on the left and a corresponding output exits on the right. In between, a computation
transforms the input into the correct output. When you listen to a song, your music



4 � 1 How to Solve It

player performs a computation to convert a digital sound file (input) into a sound
pattern that can be reproduced by your headphones (output). When you submit a
web search request (input), your computer, and many others across the Internet,
perform computations to get you results (outputs). And when you use an app on
your phone to get directions, it computes the directions (output) based on your
current position and desired destination (inputs).

Inputs and outputs are probably familiar to you from high school algebra. When
you were given an expression like y = 18x + 31 or f(x) = 18x + 31, you may have
thought about the variable x as a representation of the input and y, or f(x), as a
representation of the output. In this example, when the input is x = 2, the output is
y = 67, or f(x) = 67. The arithmetic that turns x into y is a very simple (and boring)
example of a computation.

Reflection 1.1 What kinds of problems are you interested in? What are their inputs and
outputs? Are the inputs and outputs, as you have defined them, sufficient to define the
problems completely?

A first problem: computing reading level
Suppose you are a teacher who wants to evaluate whether some text is at an
appropriate grade level for your class. In other words, you want to solve the problem
illustrated below.

reading level
calculatortext reading level

The input and output for this problem seem straightforward. But they actually
aren’t; once you start thinking carefully about the problem, you realize there are
many questions that need to be answered. For example, are there any restrictions
or special conditions associated with the input? What kinds of texts are we talking
about? Should the solution work equally well for children’s books, newspaper articles,
scientific papers, and technical manuals? For what language(s) should the solution
work? In what electronic format do the texts need to be? Is there a minimum or
maximum length requirement for the text? It is important to formulate these kinds
of questions and seek any needed clarifications right away; it is much better to do so
immediately than to wait until you have spent a lot of time working on the wrong
problem!

The same sorts of questions should be asked about the output. How is a reading
level represented? Is it an integer value corresponding to a school year? Or can it
be a fraction? To what educational system should the grade levels correspond? Are
their minimum and/or maximum allowed values? Once you have answers to your
questions, it is a good idea to re-explain the problem back to the poser, either orally
or in writing. The feedback you get from this exercise might identify additional points
of misunderstanding. You might also draw a picture and work out some examples by
hand to make sure you understand all of the requirements and subtleties involved.
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We will answer these questions by clarifying that the solution should work for any
English language text, available as a plain text file like those on Project Gutenberg.2

The output will be a number like 4.2, indicating that the text is appropriate for
a student who has completed 2/10 of fourth grade in the U.S. educational system.
Negative reading level values will not make sense in this system, but any positive
number will be acceptable if we interpret the number to mean the number of years
of education required to understand the text.

Functional abstraction
A problem at this stage, before we know how to solve it, is an example of a functional
abstraction .

A functional abstraction describes how to use a tool or technology without
necessarily providing any knowledge about how it works.

In other words, a functional abstraction is a “black box” that we know how to
use effectively, without necessarily understand what is happening inside the box to
produce the output. In the case of the reading level problem, now that we have a
better handle on the specifics, if we had a black box that computed the reading
level, we would know how to use it, even without understanding how the output was
computed. Similarly, to use each of the technologies illustrated in Figure 1.2 we do
not need to understand how the underlying computation transforms the input to
the output.

We exist in a world of functional abstractions that we usually take for granted. We
even think about our own bodies in terms of abstractions. Move your fingers. Did
you need to understand how your brain triggered your nervous and musculoskeletal
systems to make that happen? As far as most of us are concerned, a car is also an
abstraction. To drive a car, do you need to know how turning the steering wheel turns
the car or pushing the accelerator makes it go faster? We understand what should
happen when we do these things, but not necessarily how they happen. Without
abstractions, we would be paralyzed by an avalanche of minutiae.

Reflection 1.2 Imagine that it was necessary to understand how your phone works in
order to use it. Or a car. Or a computer. How would this affect your ability to use these
technologies?

New technologies and automation have introduced new functional abstractions into
everyday life. Our food supply is a compelling example of this. Only a few hundred
years ago, our ancestors knew exactly where their food came from. Inputs of hard
work and suitable weather produced outputs of grain and livestock to sustain a
family. In modern times, we input money and get packaged food; the origins of our
food have become much more abstract.

2Project Gutenberg (http://www.gutenberg.org) is a library of freely available classic literature
with expired U.S. copyrights. The books are available in a variety of formats, but we will be
interested in those in a plain text format like the version of Walden by Henry David Thoreau at
http://www.gutenberg.org/files/205/205-0.txt.
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Reflection 1.3 Think about a common functional abstraction that you use regularly,
such as your phone or a credit card. How has this functional abstraction changed over
time? Can you think of instances in which better functional abstractions have enhanced
our ability to use a technology?

Functional abstraction is a very important idea in computer science. In the next
section, we will demonstrate how more complex problems are solved by breaking
them into smaller functional abstractions that we can solve and then recombine into
a solution for the original problem.

Exercises
1.1.1. What is a problem in your life that you have to solve regularly? Define the

input and output of the problem well enough for someone else to propose an
algorithm to solve it. Here is an example.

Problem: scan pages in a book
Inputs: a book and page numbers to scan
Output: one PDF file containing all of the pages, one physical page per page

in the file, full color, text recognized

1.1.2. What information is missing from each of the inputs and/or outputs of the
following problem definitions? In each case, assume that you know how to
complete the task given enough information about the input and output.

(a)* Problem: Make brownies
Inputs: butter, sugar, eggs, vanilla, cocoa powder, flour, salt, baking powder
Output: brownies

(b) Problem: Dig a hole
Inputs: a shovel
Output: a hole (of course)

(c) Problem: Plant a vegetable garden
Inputs: seeds
Output: a planted garden plot

1.1.3. Describe three examples from your everyday life in which an abstraction is
beneficial. Explain the benefits of each abstraction versus what life would be
like without it.

1.2 DESIGN AN ALGORITHM

Second, devise a plan to solve the problem.

To compute reading level, we will use the well-known Flesch-Kincaid grade level
score, which approximates the grade level of a text using the formula

0.39 × average words per sentence + 11.8 × average syllables per word − 15.59 .
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Reflection 1.4 To better understand how the Flesch-Kincaid grade level formula works,
apply it to the first epigraph (Fellows and Parberry) at the beginning of this chapter.
What does the formula output as the grade level of this quote?

The 3 sentences in the quote contain 14, 24, and 20 words, respectively, so the
average number of words per sentence is (14 + 24 + 20)/3 ≈ 19.33. There are 90 total
syllables in the quote’s 58 words, so the average number of syllables per word is
90/58 ≈ 1.55. Plugging these values into the formula, we get

0.39 × 19.33 + 11.8 × 1.55 − 15.59 ≈ 10.24.

So the formula says that the quote is at about a tenth grade reading level.

You may be surprised to hear that this formula does not provide nearly enough
detail for a computer to carry it out. You can figure out how to find the average
number of words per sentence and the average number of syllables per word, but a
computer definitely cannot without a lot more help. Instead, this formula is more
appropriately thought of as a more detailed description of what the output “reading
level” means.

To teach a computer how to apply the Flesch-Kincaid formula to any text, we need
to replace the black box with a detailed sequence of steps that transforms the input
(text) into the correct output (reading level). This sequence of steps is called an
algorithm . An algorithm is how we teach a computer how to solve a problem.

Take it from the top
To make designing an algorithm more manageable, we can decompose it into simpler
subproblems. A subproblem is an easier problem that, once solved, will make
solving the original problem more straightforward.

Reflection 1.5 Look at the Flesch-Kincaid formula again. What are the two subproblems
we need to solve before we can apply the formula?

As we saw when we applied the formula, we need to determine two things about the
text: the average number of words per sentence and the average number of syllables
per word. So these are two subproblems of the overall problem, together with the
actual calculation of the Flesch-Kincaid grade level score. We can represent this as
follows.

Flesch-Kincaid 
grade level score

average number of
words per sentence

average number of
syllables per word

reading level
of a text

This diagram shows us that there are three subproblems involved in solving the
reading level problem. If we had functional abstractions, “black boxes,” for these
three subproblems, then we could easily solve the reading level problem by getting the
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Figure 1.3 A simplified organizational chart of a hypothetical college.

required values from the two leftmost subproblems and then plugging their outputs
into the third subproblem. This technique is called top-down design because it
involves starting from the top, the problem to be solved, and then breaking it
down into smaller pieces. The final result of this process is called a functional
decomposition .

Top-down design and functional decomposition are commonly used to make all sorts
of things more manageable. For example, suppose you are the president of a college.
Because you cannot effectively manage every detail of such a large organization, you
hire a vice president to oversee each of three divisions, as illustrated in Figure 1.3.
You expect each vice president to keep you informed about the general activity
and performance of their division, but insulate you from the day-to-day details. In
this arrangement, each division becomes a functional abstraction to you; you know
what each division does, but not necessarily how it does it, freeing you to focus on
more important organization-level activity. Each vice president may utilize a similar
arrangement within their division. Indeed, organizations are often subdivided many
times until the number of employees in a unit is small enough to be overseen by a
single manager.

Similarly, each of the subproblems in a functional decomposition might be further
broken down, until we arrive at subproblems that are straightforward to solve.

Reflection 1.6 Can the left subproblem in the reading level problem, “average number
of words per sentence,” be computed directly? Or can it be decomposed further? (Think
about how you computed the reading level in Reflection 1.2.)

We saw above that the average number of words per sentence is equal to the total
number of words divided by the total number of sentences, so we can decompose
this subproblem into two even simpler subproblems:

average number of
words per sentence

total number of
words

total number of 
sentences
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Figure 1.4 Functional decomposition of the reading level problem.

Similarly, we can also decompose the problem of computing the average number of
syllables per word into two subproblems:

average number of 
syllables per word

total number of
syllables

total number of
words

Taken altogether, we are now left with three relatively simple subproblems to solve:
(a) counting the total number of words, (b) counting the total number of sentences,
and (c) counting the total number of syllables.

Reflection 1.7 Can computing the total numbers of words, sentences, or syllables be
broken down further?

Counting the total numbers of words and sentences seems pretty straightforward.
But finding the total number of syllables is not as simple because even finding the
number of syllables in one word is not trivial for a computer, especially with all
of the oddities of the English language. Thus it makes sense to further decompose
finding the total number of syllables into the subproblem of finding the number of
syllables in just one word.

A diagram of the final functional decomposition is shown in Figure 1.4. These kinds
of diagrams are called trees because they resemble an upside down tree with the
root at the top and branches spreading out below. Nodes at the bottom of the tree
are called leaves.
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Pseudocode
The next step is to write an algorithm for each of the subproblems, starting with
the leaves at the bottom of the tree and working our way up to the root. We will get
to this shortly, but first let’s write an algorithm for a more straightforward problem.

Computing the volume of a sphere
This simple problem can be visualized as follows.

sphere volumeradius r volume of a sphere with radius r

To compute the output from the input, we can simply use the well-known formula
V = (4/3)πr3. Although this is much closer to an algorithm than the Flesch-Kincaid
formula, it still does not explicitly specify a sequence of steps; there are several
alternative sequences that one could follow to carry it out.3 For example, we could
cube r first, then multiply that result by the rest of the terms, or we could cube r
last, or we could multiply r by (4/3)π then by r2, etc. Here is one algorithm that
follows the formula:

Algorithm Sphere Volume

Input: the radius r of the sphere
1 Multiply r × r × r.
2 Multiply the previous result by π.
3 Multiply the previous result by 4.
4 Divide the previous result by 3.

Output: the final result, which is the volume of the sphere

At the top of the algorithm, we note the input and at the bottom we note the output.
In between, the individual lines are called statements. Carrying out the sequence
of statements in an algorithm is called executing or running the algorithm.

The informal style in which this algorithm is written is known as pseudocode , to
differentiate it from code, which is another name for a computer program. In common
usage, the prefix pseudo often has a negative connotation, as in pseudo-intellectual
or pseudoscience, but here it simply connotes a relaxed manner of writing algorithms
that is meant to be read by a human rather than a computer. The flexibility afforded
by pseudocode allows us to more clearly focus on how to solve the problem at hand
without becoming distracted by the more demanding requirements of a programming
language. Once we have refined the algorithm adequately and convinced ourselves
that it is correct, we can translate it into a formal program. We’ll talk more about
that in the next section.

3In Python, we can actually use this formula more or less directly, but to facilitate this simple
example, we’ll pretend otherwise for now.
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Here is a different algorithm that also computes the volume of a sphere. We are
calling this algorithm a “draft” because, like other kinds of writing, algorithms also
require rounds of revisions. We will revise this algorithm two more times.

Algorithm Sphere Volume 2 — Draft 1

Input: the radius r of the sphere
1 Divide 4 by 3.
2 Multiply the previous result by π.
3 Repeat the following three times: multiply the previous result by r.

Output: the final result, which is the volume of the sphere

To better understand what an algorithm is doing, we can execute it on an example,
using a trace table . In a trace table, we trace through each step of the algorithm
and keep track of what is happening. The following trace table shows the execution
of our draft Sphere Volume 2 algorithm with input value r = 10.

Trace input: r = 10

Step Line Result Notes

1 1 1.3̄ 4 ÷ 3 = 1.3̄

2 2 4.186̄ multiplying the previous result (1.3̄) by π

3 3 41.86̄ multiplying the previous result (4.186̄) by 10

4 3 418.6̄ multiplying the previous result (41.86̄) by 10

5 3 4,186.6̄ multiplying the previous result (418.6̄) by 10

Output: 4,186.6̄

The four columns keep track of the number of steps executed by the algorithm, the
line number in the algorithm being executed, the result after that line is executed,
and notes explaining what is happening in that line.

The first two steps are pretty self-explanatory. Then, because line 3 of the algorithm
instructs us to repeat something three times, line 3 is executed 3 times in the trace
table. A statement that repeats like this is called a loop. When algorithms contain
loops, the number of steps is not necessarily the same as the number of lines.

Because we will eventually want to translate our pseudocode algorithms into actual
code, it will be important to adhere to some important principles that will make
this translation easier. First, we must strive to eliminate any ambiguity from our
algorithms. In other words, the steps in an algorithm must never require creative
interpretation by a human being. As we will see in Section 3.1, computers are, at their
core, only able to perform very simple instructions like arithmetic and comparing two
numbers, and are incapable of creative inference. Second, the steps of an algorithm
must be executable by a computer. In other words, they must correlate to things
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a computer can actually do. The definition of executable will become clearer as we
learn more about programming.

These two requirements are not really unique to computer algorithms. For example,
we hope that new surgical techniques are unambiguously presented with references to
actual anatomy and real surgical tools. Likewise, when an architect designs a building,
they must use only available materials and be precise about their placement. And
when an author writes a novel, they must write to their audience, using appropriate
language and culturally familiar references.

By these standards, both of the previous algorithms are less than ideal in at least
two ways. First, references to the “previous result” are not precise and will not get
us very far in more complex algorithms where multiple intermediate values need to
be remembered. This kind of imprecision can easily lead to problematic ambiguity in
our algorithms. Second, in none of the steps did we explicitly state that we needed
to remember a result to be used later. When you executed the algorithms, you could
infer this necessity, but this is an example of the kind of ambiguity that we need to
avoid when writing algorithms for a computer.

To remedy these issues, algorithms use variables to give names to values that need
to be remembered later. To make our algorithms understandable to a human reader,
we will use descriptive variable names, unlike the single letter x and y variables
that are common in mathematics. In our pseudocode algorithms, we will indicate
variables in italics and assign a value to a variable with the notation

variable ← value
The left-facing arrow indicates that the value on the right is being assigned to the
variable on the left. For example, eggs← 12 would assign the value 12 to the variable
named eggs. Using variables, the Sphere Volume 2 algorithm can be rewritten as
follows.

Algorithm Sphere Volume 2 — Draft 2

Input: the radius r of the sphere
1 volume ← 4 ÷ 3
2 volume ← previous value of volume × π
3 repeat the following three times:
4 volume ← previous value of volume × r

Output: the value of volume

In this version, we have also formatted the loop a little bit differently, indenting the
statement that is being repeated on a separate line (line 4). The statements that are
executed repeatedly by a loop are called the body of the loop. So line 4 is the body
of the loop that starts on line 3. The following trace table, again with input value r
= 10, illustrates how the revised algorithm works.
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Trace input: r = 10

Step Line volume Notes

1 1 1.3̄ volume ← 4 ÷ 3 = 1.3̄

2 2 4.186̄ volume ← previous volume × π = 1.3̄ × 3.14 = 4.186̄

3 3 ” volume unaffected; execute line 4 three times
4 4 41.86̄ volume ← previous volume × r = 4.186̄ × 10 = 41.86̄

5 4 418.6̄ volume ← previous volume × r = 41.86̄ × 10 = 418.6̄

6 4 4,186.6̄ volume ← previous volume × r = 418.6̄ × 10 = 4,186.6̄

Output: volume = 4,186.6̄

Notice that we have replaced the generic “Result” column with a column that keeps
track of the value of the introduced variable, which we named volume because it
will eventually be assigned the volume of the sphere. The first line of the trace table
shows that the variable named volume is assigned the result of dividing 4 by 3. In
line 2, the value of volume, which is now 1.3̄, is multiplied by π (which we truncate
to 3.14), and the result, which is 4.186̄, is assigned to volume. Notice how much less
ambiguous this is, compared to a reference to a “previous result.” Also note that
this assignment has overwritten the previous value of volume. Next, line 3 does not
do anything on its own; it just instructs us to repeat line 4 three times. (The “ditto”
marks indicate no change to volume.) Each execution of line 4 multiplies the value
of volume by 10, and overwrites the value of volume with this result. At the end,
volume corresponds to the value 4,186.6̄, which is output by the algorithm.

Reflection 1.8 Trace through the algorithm again with input value r = 5. Create a new
trace table to show your progress. (The final answer should be 523.3̄.)

Let’s make one more refinement to our algorithm. In line 2 (and similarly in line 4),
the algorithm refers to the “previous value of” volume on the righthand side of the
assignment:

volume ← previous value of volume × π

We included this language for clarity, but it is not actually necessary; the statement
can be abbreviated to

volume ← volume × π .

In any assignment statement, the righthand side after the arrow must be evaluated
first, before the result of this evaluation is assigned to the variable on the lefthand
side. Therefore, when volume is referenced on the righthand side of this assignment,
it must refer to the previous value of volume, assigned in the previous line, as
illustrated below.

second step
�����������������������������������������������
volume ←

first step
��������������������������������������������������������������
volume × π

↑ ↑
next value previous value
(4.186̄) (1.3̄)
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With this revision, the algorithm now looks like this:

Algorithm Sphere Volume 2 — Final

Input: the radius r of the sphere
1 volume ← 4 ÷ 3
2 volume ← volume × π
3 repeat the following three times:
4 volume ← volume × r

Output: volume

A trace table for this algorithm looks exactly like the previous one.

Implement from the bottom
We are now prepared to return our attention to the reading level problem. Based
on our decomposition tree in Figure 1.4, there are two ways that we can proceed.
Our first option is to start at the top of the tree and work our way down. For this
to work, we would need to assume that algorithms for the three main subproblems
already exist. Although it is possible to work this way, it is trickier because we
cannot test whether anything is working correctly until we have written algorithms
for everything in the tree.

Instead, we will start at the bottom of the decomposition tree and work our way up,
in what we call a bottom-up implementation . The subproblems that are leaves
of the tree are not dependent on any other subproblems, so we can design algorithms
for these first, make sure they work, and then call upon them in algorithms for
subproblems one level higher. If we continue this process until we reach the root of
the tree, we will have a complete algorithm. Let’s start with an algorithm for the
“Flesch-Kincaid grade level score” subproblem, which takes as inputs the average
number of words per sentence and the average number of syllables per word, and
outputs the grade level of the text according to the Flesch-Kincaid formula.

average words, 
average syllables

reading level of the textFlesch-Kincaid 
grade level score

In pseudocode, we can write this algorithm as follows:

Algorithm Flesch Kincaid

Input: average words, average syllables
1 reading level ← 0.39 × average words + 11.8 × average syllables − 15.59

Output: reading level
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This one-line algorithm simply uses its two input values to compute the grade level,
assigns this value to the variable named reading level, and then outputs this value.

Let’s next write an algorithm to compute the number of syllables in a word. This
algorithm will take a single word as input and output the number of syllables.

word count of syllablesnumber of syllables 
in one word

Reflection 1.9 How do you count the number of syllables in a word? Do you think your
method can be “taught” to a computer?

As you might imagine, a computer cannot use the “clapping method” or something
similar to compute the number of syllables in a word. Instead, a syllable-counting
algorithm will need to ”look at” the letters in the word and follow some rules based
on those letters. Since the number of syllables in a word is defined to be the number
of distinct vowel sounds, a first approximation would be to simply count the number
of vowels in the word.

Algorithm Syllable Count — Draft 1

Input: a word
1 count ← the number of vowels in word

Output: count

Reflection 1.10 What does it mean for an algorithm to be correct? Is this algorithm
correct? If it is not, why not?

An algorithm is correct if it gives the correct output for every possible input. This
algorithm is obviously too simplistic to be correct. For example, the algorithm will
over-count the number of syllables in words containing diphthongs, such as rain and
loan, and in words ending with a silent e.

Reflection 1.11 There is also some ambiguity in this one-line syllable-counting algorithm.
Do you see what it is?

The ambiguity arises from the definition of a vowel in the English language. The
letters a, e, i, o, and u are always vowels but sometimes so is y. So our algorithm
needs to clarify this. Incorporating these insights (and ignoring y as a vowel) leads
to the following enhanced algorithm.
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Algorithm Syllable Count — Draft 2

Input: a word
1 count ← the number of vowels (a, e, i, o, u) in word
2 repeat for each pair of adjacent letters in word:
3 if the letters are both vowels, then subtract 1 from count
4 if word ends in e, then subtract 1 from count

Output: count

Notice two new kinds of pseudocode statements in this algorithm. First, line 2, is a
different kind of loop. Imagine yourself looking carefully for adjacent vowels in a very
long word like consanguineous. You would probably scan along the word visually
or with your finger, from left to right, repeatedly checking pairs of adjacent letters.
This is also what lines 2 and 3 are doing; for each pair of adjacent letters you look at,
check if they are both vowels and subtract one from the count if they are. Another
name for the repetitive process carried out by a loop is iteration ; implicit in line 2
is a process of iterating over the letters of the word.

Lines 3 and 4 both illustrate the second new type of statement, called a conditional
statement , or sometimes an if-then statement . Simple conditional statements
like this are self-explanatory: if the condition after the if is true, do the thing after
then. We will work with more sophisticated conditional statements in Chapter 5.

Let’s use a trace table to show the execution of this algorithm on the word “ancient.”

Trace input: word = "ancient"

Step Line count letters Notes

1 1 3 — there are three vowels in "ancient"

2 2 ” "an" first pair of adjacent letters in "ancient" is "an"
3 3 ” ” "an" are not both vowels; no change to count
4 2 ” "nc" next pair of adjacent letters is "nc"
5 3 ” ” "nc" are not both vowels; no change to count
6 2 ” "ci" next pair of adjacent letters is "ci"
7 3 ” ” "ci" are not both vowels; no change to count
8 2 ” "ie" next pair of adjacent letters is "ie"
9 3 2 ” "ie" are both vowels; subtract 1 from count
10 2 ” "en" next pair of adjacent letters is "en"
11 3 ” ” "en" are not both vowels; no change to count
12 2 ” "nt" next pair of adjacent letters is "nt"
13 3 ” ” "nt" are not both vowels; no change to count
14 4 ” ” "ancient" does not end in e; no change to count

Output: count = 2
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The horizontal lines in the trace table make it easier to see the individual iterations
of the loop. In the first step, we count the number of vowels in the input and assign
count to this value. In step 2, we begin the loop by considering the first pair of
adjacent letters in the input, "an". In step 3, we check if these are both vowels. Since
they are not, we leave count alone. In step 4, we repeat the loop by executing line 2
again with the next pair of adjacent letters, "nc". In step 5, we repeat line 3 which,
again, has no effect on the count. In the third iteration, in lines 6–7, the same thing
happens. In the fourth iteration of the loop, starting in step 8, we do find a pair
of adjacent letters that are both vowels, so we subtract one from count. The loop
continues until we run out of letters from the input. Finally, in step 14, we execute
line 4, which finds that the input does not end in e, so count remains 2.

Reflection 1.12 Use trace tables to also execute the algorithm on the words “create” and
“syllable.” Do you get the correct numbers of syllables?

From these examples, you can see that our algorithm is still not correct. Indeed,
designing a computer algorithm that correctly counts syllables for every word in the
English language is virtually impossible; there are just too many exceptions! But we
can certainly get closer than we are now. We will leave it as an exercise for you to
draft further improvements.

To continue our bottom-up implementation of the reading level algorithm, we will
use the Syllable Count algorithm to solve the “total number of syllables” problem.
The idea of the Total Syllable Count algorithm is simple: for each word in the text,
call upon the Syllable Count algorithm for the number of syllables in that word, and
add this number to a running sum of the total number of syllables.

Algorithm Total Syllable Count

Input: a text
1 total count ← 0
2 repeat for each word in the text:
3 number ← Syllable Count (word)
4 total count ← total count + number

Output: total count

In line 1 of the algorithm, we initialize the total count of syllables to zero. Line 2 is
a loop that iterates over all of the words in the text. For every word, we execute
lines 3 and 4, indented to indicate that these comprise the body of the loop. In line
3, we call upon the Syllable Count algorithm to get the number of syllables in the
word that is being considered in that iteration. Syllable Count (word) is shorthand for
“execute the Syllable Count algorithm with input word,” where word is the variable
name representing the word that is being examined in each iteration of the loop.
The output of the Syllable Count algorithm is then assigned to the variable named
number. So altogether, line 3 is shorthand for
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“Execute the Syllable Count algorithm, with input word, and assign the
output to the variable named number.”

Then in line 4, we add the number of syllables in the word to the total count of
syllables.

This is a lot to take in, so let’s once again illustrate with a trace table, using the
first three words of the United Nations charter as input.

Trace input: text = "We the peoples"

Step Line total count word number Notes

1 1 0 — — initialize total count to zero

2 2 ” "We" — do the loop body with word ← "We"
3 3 ” ” 1 get the number of syllables in "We"
4 4 1 ” ” add number to total count
5 2 ” "the" ” do the loop body with word ← "the"
6 3 ” ” 1 get the number of syllables in "the"
7 4 2 ” ” add number to total count
8 2 ” "peoples" ” do the loop body with word ← "peoples"
9 3 ” ” 2 get the number of syllables in "peoples"
10 4 4 ” ” add number to total count

Output: total count = 4

In the trace table, horizontal lines identify the three iterations of the loop, one for
each word in the text. In the first iteration, in step 2, the loop assigns word to be
"We", as the first word in the text. Then, in step 3, number is assigned the output of
Syllable Count ("We"), which means that the Syllable Count algorithm is called upon
to get the number of syllables in "We" and this value (1) is assigned to the variable
number. In step 4, the value of number is added to the total count. Remember that,
in an assignment statement, the righthand side is evaluated first, so the statement
in line 4 is assigning to total count the sum of the previous value of total count and
number, as illustrated below:

total count ← total count + number
↑ ↑ ↑

next value previous value (1)
(1) (0)

In the second iteration, starting in step 5, the loop assigns word to be "the", the
Syllable Count algorithm is called upon to get the number of syllables in "the" and this
value is added to total count, bringing its value to 2. Finally, in the third iteration,
starting on line 8, the process repeats with word assigned to be "peoples", bringing
the total number of syllables to 4, which is the output of the algorithm.

To flesh out the entire reading level algorithm, we would continue designing algorithms
for subproblems at the bottom of the tree, and work our way up, calling upon
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algorithms at lower levels from algorithms for levels above. This would continue
until we get to the root of the tree.

Suppose, for the moment, that we have worked our way up the decomposition tree
and that, in addition to the Flesch-Kincaid algorithm, algorithms for the other two
main subproblems have been written—one that computes the average number of
words per sentence and one that computes the average number of syllables per word.
Also suppose that we have named these algorithms Average Words Per Sentence and
Average Syllables Per Word, respectively. Then the final reading level algorithm would
look like the following.

Algorithm Reading Level

Input: a text
1 average words ← Average Words Per Sentence (text)
2 average syllables ← Average Syllables Per Word (text)
3 reading level ← Flesch-Kincaid (average words, average syllables)

Output: reading level

Line 1 of the algorithm is shorthand for

“Execute the Average Words Per Sentence algorithm, with input text, and
assign the output to the variable named average words.”

Similarly, line 2 of the algorithm is shorthand for

“Execute the Average Syllables Per Word algorithm, with input text, and
assign the output to the variable named average syllables.”

Finally, line 3 calls upon the Flesch-Kincaid algorithm, with the values of these two
variables as input, to compute the Flesch-Kincaid grade level score. The output of
this algorithm is then assigned to the variable named reading level, which is output
by the algorithm.

We invite you to take a stab at writing the remaining algorithms in the exercises.

Exercises
1.2.1. Decompose each of the following problems into subproblems. Continue the

decomposition until you think each subproblem is sufficiently simple to solve.
Explain your rationale for stopping the decomposition where you did.

(a)* an exercise routine from warmup to cool down

(b) your complete laundry routine

(c) writing a paper for a class

(d) your morning routine

(e) planning a multiple course menu
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1.2.2. Suppose you want to find the area of each of the following shaded regions. In
each of the diagrams, one square represents one square unit. Decompose each
problem into subproblems that make finding the solution easier. (You do not
need to actually find the areas.)

(b) (c)(a)*

1.2.3. Look up the organizational chart for your school. Choose one division and
explain how the organization of that division supplies a functional abstraction
to the office that oversees the division.

1.2.4* Use a trace table to show how the final Sphere Volume 2 algorithm executes with
input r = 7.

1.2.5. Use a trace table to show how the second draft of the Syllable Count algorithm
executes on the word algorithm. Is the result correct?

1.2.6. The following algorithm computes the surface area of a box.

Algorithm Surface area of a box

Input: length, width, height
1 area 1 ← length × width
2 area 2 ← length × height
3 area 3 ← width × height
4 surface ← area 1 + area 2 + area 3
5 surface ← surface × 2

Output: surface

Use a trace table (started below) to show how the algorithm executes with
inputs length = 4, width = 5, and height = 2.

Trace input: length = 4, width = 5, height = 2

Step Line area 1 area 2 area 3 surface Notes

1 1 20 — — — area 1 ← length × width
2 2
⋮

Output:

1.2.7* The following algorithm determines the winner of an election between two
candidates, Laura and John. The input is a list votes like [Laura, Laura, John,
Laura, . . . ].
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Algorithm Count votes

Input: votes
1 laura ← 0
2 john ← 0
3 repeat once for each entry in votes:
4 if the entry is for Laura, then add 1 to laura
5 otherwise, add 1 to john
6 if laura > john, then winner ← Laura
7 otherwise, winner ← John

Output: winner

Use a trace table (started below) to show how the algorithm executes with input
votes = [John, Laura, Laura, John, Laura].

Trace input: votes = [John, Laura, Laura, John, Laura]

Step Line laura john winner Notes

1 1 0 — — laura set to 0
2 2
⋮

Output:

1.2.8. There is a subtle mistake in the algorithm in Exercise 1.2.7. Describe and fix it.

1.2.9* Revise the original Sphere Volume algorithm on page 10 so that it also uses a
variable instead of referring to the “previous result.”

1.2.10. Write yet another algorithm for finding the volume of a sphere.

1.2.11. Write an algorithm to sort a stack of any 5 cards by value in ascending order. In
each step, your algorithm may compare or swap the positions of any two cards.

1.2.12. Write an algorithm to walk between two nearby locations, assuming the only
legal instructions are “Take s steps forward,” and “Turn d degrees to the left,”
where s and d are positive integers.

1.2.13. The term algorithm was derived from the name of Muh.ammad ibn Mūsā al-
Khwārizmj̄ (c. 780–c. 850), a Persian mathematician who introduced both Arabic
numerals and algebra to the world. The term algebra is derived from the Latin
translation of the title of his book, “The Compendious Book on Calculation
by Completion and Balancing” [4], which introduced algebra. The following
algorithm for a common algebraic operation is from an English translation of
this work.

You know that all mercantile transactions of people, such as buying and selling,
exchange and hire, comprehend always two notions and four numbers, which are
stated by the enquirer; namely, measure and price, and quantity and sum. The
number which expresses the measure is inversely proportionate to the number
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which expresses the sum, and the number of the price inversely proportionate
to that of the quantity. Three of these four numbers are always known, one
is unknown, and this is implied when the person inquiring says “how much?”
and it is the object of the question. The computation in such instances is this,
that you try the three given numbers; two of them must necessarily be inversely
proportionate the one to the other. Then you multiply these two proportionate
numbers by each other, and you divide the product by the third given number, the
proportionate of which is unknown. The quotient of this division is the unknown
number, which the inquirer asked for; and it is inversely proportionate to the
divisor.

Examples.—For the first case: If you are told “ten for six, how much for four?”
then ten is the measure; six is the price; the expression how much implies the
unknown number of the quantity; and four is the number of the sum. The number
of the measure, which is ten, is inversely proportionate to the number of the
sum, namely, four. Multiply, therefore, ten by four, that is to say, the two known
proportionate numbers by each other; the product is forty. Divide this by the
other known number, which is that of the price, namely, six. The quotient is six
and two-thirds; it is the unknown number, implied in the words of the question
“how much?” it is the quantity, and inversely proportionate to the six, which is
the price.

There are four variables identified in the passage: measure, price, sum, and
quantity. Write an algorithm in pseudocode that answers the “how much?”
question posed in the example when the first three quantities are given as input.

1.2.14* Using the Syllable Count algorithm as a guide, write an algorithm named Word

Count that approximates the total number of words in a text. Your algorithm
should take a text as input and output a count of words. Like the Syllable Count

algorithm, use a loop to look at each letter in the text and adjust a count as
appropriate. As with counting syllables, this problem is fraught with complexity
arising from the English language, so your algorithm need not be perfect.

1.2.15. Write an algorithm named Sentence Count to count the total number of sentences
in a text. Your algorithm should take a text as input and output a count of
sentences. The guidance from the previous exercise also applies.

1.2.16* Using Figure 1.4 and the Reading Level algorithm on page 19 as guides, design the
Average Words Per Sentence algorithm. Call upon your Word Count and Sentence

Count algorithms to do most of the work.

1.2.17. Using Figure 1.4 and the Reading Level algorithm on page 19 as guides, design
the Average Syllables Per Word algorithm. Call upon your Word Count algorithm
and the Total Syllable Count algorithm to do most of the work.

1.2.18. Enhance the Syllable Count (Version 2) algorithm on page 16 so that it correctly
counts the number of syllables in

(a) plural words

(b) words ending in a consonant plus le (e.g., syllable)

(c) words containing a y that acts like a vowel

(d) the word algorithm
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1.3 WRITE A PROGRAM

Third, carry out your plan, checking each step.

The next step in the problem solving process is to “carry out your plan” by translat-
ing your algorithm into a program that a computer can execute. A program must
adhere to a set of grammatical rules, called syntax , that are defined by a particular
programming language . In this book, we will use a programming language called
Python. You will find that programming in Python is not too different from writing
algorithms in pseudocode, which is why it is a great first language. But Python
is not a toy language either; it has become one of the most widely used program-
ming languages in the world, especially in data science, bioinformatics, and digital
humanities.

Writing programs (or “programming”) is a hands-on activity that allows us to test
our algorithms, apply them to real inputs, and harness their results, in tangible and
satisfying ways. Learning how to program empowers us to put our algorithms into
production. Solving problems and writing programs should also be fun and creative.
Guido van Rossum, the inventor of Python understood this when he named Python
after the British comedy series “Monty Python’s Flying Circus!”

In this section, we will not be able to fully realize our reading level algorithm as a
program just yet. Some of the steps that are easy to write as pseudocode, such as
breaking a text into individual words, are actually more involved than they look on
paper. But we will be able to implement the Flesch-Kincaid algorithm at the bottom
of our decomposition tree, and get oriented for what awaits in future chapters. Before
long, you will be able to implement everything from the previous section and much
more!

Welcome to the circus
As you work through this book, we highly recommend that you do so in front of a
computer. The only way to learn how to program is to do it, so every example we
provide is meant to be tried by you. Then go beyond the examples, and experiment
with your own ideas. Instead of just wondering, “What would happen if I did this?”,
type it in and see! To get started, launch the application called IDLE that comes
with every Python distribution (or another programming environment recommended
by your instructor). You should see a window appear with something like this at the
top:

Python 3.8.4 (v3.8.4:dfa645a65e, Jul 13 2020, 10:45:06)
[Clang 6.0 (clang-600.0.57)] on darwin
Type "help", "copyright", "credits" or "license()" for more information.
>>>

The program executing in this window is known as a Python shell . The first line
tells you which version of Python you are using (in this case, 3.8.4). The programs
in this book are based on Python version 3.6 and higher. If you need to install a
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newer version, you can find one at http://python.org. The symbol >>> on the
fourth line in the IDLE window is called the prompt because it is prompting you
to type in a Python statement. To start, type in print(�Hello world!�) at the
prompt and hit return.

>>> print(�Hello world!�)
Hello world!
>>>

Congratulations, you have just written your first program! This one-statement
program simply prints Hello world! on the screen.

Notice that the Python shell responded to your command with a result, and then
gave you a new prompt. The shell will continue this “prompt → compute → respond”
cycle until we quit (by typing quit()). In the “compute” step, as we will see in
Section 3.1, the computer does not really understand what we are typing. Instead,
each Python statement is transparently translated into machine language , which
is the only language a computer actually understands. Then the shell executes the
machine language instructions and prints the result. The part of the shell that does
this translation is called the interpreter . Python programs can also be executed in
“program mode,” where the Python interpreter executes an entire program containing
multiple statements all at once. We will introduce program mode in the next chapter.

A programming language like Python provides a rich set of abstractions that enable us
to solve a wide variety of interesting problems. Your one-line program demonstrates
two of these. The sequence of characters in quotes, �Hello world!�, is called a
character string or just a string . Strings, which can be enclosed in either single
quotes (�) or double quotes ("), are how Python represents and stores text, from
single characters up to entire books. To display this string, we used the print

function. Functions are how functional abstractions are implemented in Python.
A function, like the algorithms we developed in the previous section, takes one or
more inputs, called arguments , and produces an output, called the return value .
We call upon functions to compute things for us with the familiar notation that we
used in the previous section to call upon algorithms. The print function takes the
string �Hello world!� as an argument (in parentheses) and prints it to the screen.
Alternatively, we could have assigned the string to a variable and then passed this
variable to the print function like this:

>>> message = �Hello world!�
>>> print(message)
Hello world!
>>>

In our pseudocode algorithms, we used a left-facing arrow to assign values to variables
to emphasize that assignment is a two-step, right-to-left process:

1. Evaluate the expression on the righthand side of the assignment operator.

2. Assign the resulting value to the name on the lefthand side of the assignment
operator.
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Operators Description

1. ( ) parentheses
2. ** exponentiation (power)
3. +, - unary positive and negative, e.g., -(4 * 9)

4. *, /, //, % multiplication and division
5. +, - addition and subtraction

Table 1.1 Arithmetic operator precedence, highest to lowest. Operators with the same

precedence are evaluated left to right.

In Python, assignment works exactly the same way, but the assignment operator
is the equal sign (=) instead of an arrow.

Python can also crunch numbers, of course. Computing the volume of a sphere looks
like this:

>>> radius = 10
>>> pi = 3.14159
>>> volume = (4 / 3) * pi * radius ** 3

We created two new variables above named radius and pi, and used these variables
to compute the volume using the formula (4/3)πr3. The /, *, and ** symbols perform
division, multiplication, and exponentiation, respectively. The spaces around the
operators in the arithmetic expression are optional and ignored by the interpreter.
In general, Python does not care if you include spaces in expressions, but you
always want to make your programs readable to others, and spaces often help. The
interpreter evaluates arithmetic operators in the usual order, summarized in Table 1.1
(i.e., PEMDAS). This precedence may be overridden by parentheses. You can also
use parentheses, even when unnecessary, to make expressions easier to understand,
as we did above with parentheses around 4 / 3.

Assignment statements do not print any results, but you can display the value of a
variable by either typing its name or using print.

>>> volume
4188.786666666666
>>> print(volume)
4188.786666666666

In the shell, both methods do the same thing. (When we start writing programs in
the next chapter, using print will be necessary.)

Similarly, let’s compute the Flesch-Kincaid reading level of a hypothetical text (since
we cannot yet analyze a real text) with an average of 16 words per sentence and
1.78 syllables per word, using the formula on page 6.

>>> averageWords = 16
>>> averageSyllables = 1.78
>>> readingLevel = 0.39 * averageWords + 11.8 * averageSyllables - 15.59
>>> print(readingLevel)
11.654
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The print function can also take multiple arguments, separated by commas. A space
will be inserted between arguments when they are displayed.

>>> print(�The reading level is�, readingLevel, �.�)
The reading level is 11.654 .

The first and last arguments are strings, and the second argument is the vari-
able we defined above. Notice that there are no quotes around the variable name
readingLevel.

Reflection 1.13 Why do you think quotation marks are necessary around strings? Try
removing them and see what happens.

>>> print(The reading level is, readingLevel, .)

The quotation marks are necessary because otherwise Python has no way to dis-
tinguish text from a variable or function name. Without the quotation marks, the
Python interpreter will try to make sense of each argument, assuming that each
word is a variable or function name, or a reserved word in the Python language.
Since this sequence of words does not follow the syntax of the language, and most of
these names are not defined, the interpreter will print an error.

Every value in Python has a type associated with it. Understanding this is very
important when programming because the behaviors of operators and functions
often depend upon the type of data they are given. You can see the different types
of values assigned to our variables so far by using the type function.

>>> type(message)
<class �str�>
>>> type(averageWords)
<class �int�>
>>> type(averageSyllables)
<class �float�>
>>> type(readingLevel)
<class �float�>

A class , for our purposes at the moment, is a synonym for type. (We will talk about
classes in more detail in the next chapter.) So this is telling us that the value assigned
to message is a string (str), the value assigned to averageWords is an integer
(int), and the value assigned to averageSyllables is a float (short for floating
point number). We will have more to say about integers and floats in Section 3.2;
for now, suffice to say that any number without a decimal point is an integer and
any number with a decimal point is a float. The value assigned to readingLevel

is also a float because the type of any arithmetic expression involving a float will
also be a float. So in the print statement above, we actually combined two different
types of values: strings and a float. The print function transparently converted
readingLevel to a string before combining it with the other two strings into a
longer string to print.

To suppress the extra space that gets inserted before the period in this print

statement, we can build a string manually using the + operator which, when applied
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to strings, is called the concatenation operator . Concatenation combines strings
into longer strings. For example,

>>> first = �Monty�
>>> last = �Python�
>>> name = first + � � + last
>>> print(name)
Monty Python

To concatenate �The reading level is�, readingLevel, and �.�, we need to first
convert readingLevel to a string using the str function. The str function can take
just about any type of value as an argument and it returns the argument represented
as a string. For example, try this:

>>> readingLevelString = str(readingLevel)
>>> readingLevelString
�11.654�

When we use a function like this by passing an argument to it, it is called a function
call , or a function invocation. Calling str(readingLevel) returns (i.e., outputs)
a string representation of readingLevel and assigns this value to the variable
readingLevelString. Notice the quotes in �11.654�, indicating that it is a string
rather than a float. The str function does not change the value of readingLevel
though; it remains the same afterwards, as you can confirm:

>>> readingLevel
11.654

The easiest way to use str in the print statement is to skip the intermediate variable
like this:

>>> print(�The reading level is � + str(readingLevel) + �.�)
The reading level is 11.654.

Reflection 1.14 Try the previous statement without the str function. What happens
and why?

If we do not convert readingLevel to a string first, then we are trying to “add” a
string to a float, which doesn’t make any sense.

Some other useful functions are float, int, and round. The float and int functions
return float and integer versions of their arguments, similar to the way the str

function returns a string version of its argument.

>>> float(3)
3.0
>>> int(-1.618)
-1

The int function converts its argument to an integer by truncating it, i.e., removing
the fractional part to the right of the decimal point. This might be helpful in our
reading level computation, since we probably do not really want all of the digits to
the right of the decimal point.
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>>> readingLevel = int(readingLevel)
>>> readingLevel
11

Notice that we have overwritten the old value of readingLevel with the truncated
value. Alternatively, we could have used the round function to round the reading
level. Function arguments can be more complex than just single constants and
variables; they can be anything that evaluates to a value. For example, we could get
the rounded reading level like this too:

>>> readingLevel = round(0.39*averageWords + 11.8*averageSyllables - 15.59)
>>> readingLevel
12

The expression in parentheses is evaluated first, and then the result of the expression
is used as the argument to the round function.

Not all functions have return values. For example, the print function, which simply
prints its arguments to the screen, does not. For example, try this:

>>> result = print(readingLevel)
12
>>> print(result)
None

The variable result was assigned whatever the print function returned, which is
different from what it printed. When we print result, we see that it was assigned
something called None. None is a Python keyword that essentially represents “nothing.”
Any function that does not define a return value itself returns None by default. We
will see this again shortly when we learn how to define our own functions.

What’s in a name?
Let’s remind ourselves of a few reasons why variable names are so important.

1. Assigning descriptive names to values can make our algorithms much easier
to understand. In the “real world,” programming is almost always a collabo-
rative endeavor, so it is important to always write programs that are easy to
understand by others. Our goal should be to use sufficient descriptive variable
names to create self-documenting programs that require as little as possi-
ble explanation outside the program itself. To see the value of self-documenting
programs, just consider if we had written the reading level computation above
like this instead:

>>> a = 16
>>> b = 1.78
>>> c = 0.39 * a + 11.8 * b - 15.59

Would you have any idea what these statements did?

2. As we did in our pseudocode algorithms, naming inputs will allow us to
generalize algorithms so that, instead of being tied to one particular input,
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and break elif for in not True

as class else from is or try

assert continue except global lambda pass while

async def False if None raise with

await del finally import nonlocal return yield

Table 1.2 The 35 Python keywords.

they work for a variety of possible inputs. We will discuss this further in
Section 2.5.

3. Names will serve as labels for computed values that we wish to use later,
eliminating the need to compute them again at that time.

Variable names in Python can be any sequence of characters drawn from letters,
digits, and the underscore (_) character, but they may not start with a digit. And,
unlike some of our pseudocode variable names, they may not contain spaces. You also
cannot use any of Python’s keywords , shown in Table 1.2. Keywords are elements
of the Python language that have predefined meanings. We will encounter most of
these keywords as we progress through this book.

Let’s try breaking some of these naming rules to see what happens.

>>> average words = 6
^

SyntaxError: invalid syntax

A syntax error indicates a violation of the syntax, or grammar, of the Python
language. It is completely normal for programmers to encounter syntax errors; it is
part of the programming process. With practice, it will often become immediately
obvious what you did wrong, you will fix the mistake, and move on. Other times, you
will need to look harder to discover the problem but, with practice, these instances
too will become easier to diagnose. In this case, the problem is the space we are
trying to use in the variable name.

Next, try this one.

>>> average-words = 6
SyntaxError: cannot assign to operator

This syntax error is referring to the dash/hyphen/minus sign symbol (-) that we
have in our name. Python interprets the symbol as the minus operator, which is
why it is not allowed in names. Instead, we can use the underscore (_) character
(i.e., average_words) or vary the capitalization (i.e., averageWords) to distinguish
the two words in the name.

To develop a more nuanced understanding of what an assignment statement really
does, we need to know a little bit about how values are stored. A computer’s memory
consists of billions of memory cells , each of which can store one value. These cells
are analogous to post office boxes, each with a unique address. And a variable name
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is like a “Sticky note”4 attached to the front of one of those boxes. As we will see
in Section 3.2, our programs are also stored in the same memory while they are
executing.

The picture below represents the outcome of the three assignment statements in our
reading level computation. Each of the three rectangles represents a memory cell,
and a variable name (on a sticky note) is attached to each one.

Like a sticky note, a variable name can easily be reassigned to a different value at
any time. For example, suppose we change the average number of syllables to 1.625:

>>> averageSyllables = 1.625

The reassignment caused the averageSyllables sticky note to move to a different
memory cell containing the value 1.625. The old value 1.78 may briefly remain in
memory without a name attached to it, but since we can no longer access that value
without a reference to it, the Python “garbage collection” mechanism will soon free
up the memory that it occupies and allow it to be overwritten with something new.

Reflection 1.15 Did the value of readingLevel change when we changed the value of
averageSyllables?

Try it:

>>> readingLevel
11.654

While the value assigned to averageSyllables has changed, the value assigned to
readingLevel has not. This example demonstrates that assignment is a one-time
event; Python does not “remember” how the value of readingLevel was computed.
Put another way, an assignment is not creating an equivalence between a name and
a computation. Rather, it performs the computation on the righthand side of the
assignment operator only when the assignment happens, and then assigns the result
to the name on the lefthand side. That value remains assigned to the name until the

4“Sticky note” is a registered trademark of the BIC Corporation.



1.3 WRITE A PROGRAM � 31

name is explicitly assigned some other value or it ceases to exist. To compute a new
value for readingLevel based on the new value of averageSyllables, we would
need to perform the reading level computation again.

>>> readingLevel = 0.39 * averageWords + 11.8 * averageSyllables - 15.59
>>> readingLevel
9.825

Now the value assigned to readingLevel has changed, due to the explicit assignment
statement above.

Yet another way to reinforce the nature of assignment is to look at what happens if
we add one to averageWords:

>>> averageWords = averageWords + 1

If the equals sign denoted equality, then this statement would not make any sense!
However, if we interpret it using the two-step process, it is perfectly reasonable.
First, the expression on the righthand side is evaluated, ignoring the lefthand side
entirely. Since, at this moment, averageWords is 16, the righthand side evaluates
to 16 + 1 = 17. Second, the value 17 is assigned to averageWords. So this statement
has added 1 to, or incremented , the value of averageWords.

What if we had not assigned a value to averageWords before we tried to increment
it? To find out, try this:

>>> tryThis = tryThis + 1
NameError: name �tryThis� is not defined

This name error occurred because, when the Python interpreter tried to evaluate
the righthand side of the assignment, it found that tryThis was not assigned a
value, i.e., it was not defined. So we need to make sure that we define any variable
before we refer to it. This may sound obvious but, in the context of some larger
programs later on, it might be easy to forget.

Interactive computing
We can interactively query for string input in our programs with the input function.
The input function takes a string prompt as an argument and returns a string value
that is typed in response. For example, the following statement prompts for your
name and prints a greeting.
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>>> name = input(�What is your name? �)
What is your name? George
>>> print(�Howdy, � + name + �!�)
Howdy, George!

The call to the input function above prints the string �What is your name? � and
then waits. After you type something (above, we typed George, shown in red) and
hit the return key, the text that we typed is returned by the input function as a
string and assigned to the variable called name. The value of name is then used in
the print function.

To adapt this format to a reading level program, we will need to convert the strings
returned by the input function to numbers. Luckily, we can do this easily with the
float and int functions.

>>> text = input(�Average words per sentence: �)
Average words per sentence: 4.5
>>> averageWords = float(text)
>>> averageSyllables = float(input(�Average syllables per word: �))
Average syllables per word: 2.1
>>> readingLevel = 0.39 * averageWords + 11.8 * averageSyllables - 15.59
>>> print(�The reading level is � + str(round(readingLevel)) + �.�)
The reading level is 11.

In response to the first prompt above, we typed 4.5. Then the input function assigned
what we typed to the variable text as a string, in this case �4.5� (notice the quotes).
Then, using the float function, the string is converted to the numeric value 4.5

(no quotes) and assigned to the variable averageWords. In the second prompt, we
combined these two steps by passing the return value of the input function in as the
argument of float. Either way, now that averageWords and averageSyllables

are numerical values, they can be used in the arithmetic expression to compute the
reading level. In the last print statement, notice how we composed the str and
round functions so that the return value of round is being used as the argument to
str.

Reflection 1.16 Type the statements above again, omitting the float function:

>>> averageWords = input(�Average words per sentence: �)
>>> averageSyllables = input(�Average syllables per word: �)
>>> readingLevel = 0.39 * averageWords + 11.8 * averageSyllables - 15.59

What happened? Why?

Looking ahead
In just this section, we have nearly achieved a full Python implementation of our
Flesch Kincaid algorithm from page 14. What our implementation is missing is the
ability to call upon it as a functional abstraction like we did in the Reading Level

algorithm on page 19:

reading level ← Flesch-Kincaid (average words, average syllables)
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Here’s a sneak peek at how we will do that in the next chapter:

def fleschKincaid(averageWords, averageSyllables):
return 0.39 * averageWords + 11.8 * averageSyllables - 15.59

This defines fleschKincaid to be a function that takes two arguments as input and
returns the corresponding reading level as its output. With this function, we will be
able to do things like this:

readingLevel = fleschKincaid(16, 1.78)

More to come. . .

Exercises
Use the Python interpreter to answer the following questions. Where appropriate, provide
both the answer and the Python expression you used to get it.

1.3.1* You may have seen a meme that challenges you to find the correct answer for
the expression 8 ÷ 2(2 + 2). Use Python to do this.

1.3.2* The Library of Congress stores its holdings on 838 miles of shelves. Assuming
an average book is one inch thick, how many books would this hold?

1.3.3. If I gave you a nickel and promised to double the amount you have every
hour for the next 24, how much money would you have at the end? What if I
only increased the amount by 50% each hour, how much would you have? Use
exponentiation to compute these quantities.

1.3.4. The Library of Congress stores its holdings on 838 miles of shelves. How many
round trips is this between Granville, Ohio and Columbus, Ohio?

1.3.5. What is wrong with each of the following Python names? Suggest a fixed version
for each.

(a) word count

(b) here:there

(c) �minutes�

(d) 4ever

(e) #thisisavariable

1.3.6. (a) Assign a variable named radius to have the value 10. Using the formula
for the area of a circle (A = πr2), assign to a new variable named area

the area of a circle with radius equal to your variable radius. (The
number 10 should not appear in the formula.)

(b) Now change the value of radius to 15. What is the value of area now?
Why?
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1.3.7* The formula for computing North American wind chill temperatures, in degrees
Celsius, is

W = 13.12 + 0.6215 t + (0.3965 t − 11.37) v0.16

where t is the ambient temperature in degrees Celsius and v is the wind speed
in km/h.5

(a) Compute the wind chill for a temperature of −3○C and wind speed of
13 km/h by assigning this temperature and wind speed to two variables
temperature and windChill, and then assigning the corresponding
wind chill to another variable windChill using the formula above.

(b) Change the value of temperature to 4.0 and then check the value of
windChill. Why did the value of windChill not change? How would you
update the value of windChill to reflect the change in temperature?

1.3.8* Suppose we want to swap the values of two variables named left and right.
Why doesn’t the following work? Show a method that does work.

left = right
right = left

1.3.9. What are the values of apples and oranges at the end of the following?

apples = 12.0
oranges = 2 * apples
apples = 6

1.3.10. What is the value of number at the end of the following?

number = 0
number = number + 1
number = number + 1
number = number + 1

1.3.11. In the previous exercise, what happens if you omit the first statement
(number = 0)? Explain why number must be assigned a value before the exe-
cuting the statement number = number + 1.

1.3.12. What are the values of apples and oranges at the end of the following?

apples = 12.0
oranges = 6
oranges = oranges * apples

1.3.13. String values can also be manipulated with the * operator. Applied to strings,
the * operator becomes the repetition operator , which repeats a string some
number of times. The operand on the left side of the repetition operator is a
string and the operand on the right side is an integer that indicates the number
of times to repeat the string.

>>> last * 4
�PythonPythonPythonPython�
>>> print(first + � � * 10 + last)
Monty Python

(a) Explain why 18 * 10 and �18� * 10 give different values.

5Technically, wind chill is only defined at or below 10○C and for wind speeds above 4.8 km/h.
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(b) Use the repetition operator to create a string consisting of 20 asterisks
separated by spaces.

(c) The special character �\n� (really two characters, but it represents a
single character) is called the newline character, and causes printing to
continue on the next line. To see its effect, try this:

>>> print(�Hello\nthere�)

Use the newline character and the repetition operator to create a string
that will display a vertical line of 20 asterisks when printed.

(d) Combine the techniques from parts (b) and (c) (with some modification)
to create a string that will display a 20 × 20 square of asterisks when
printed.

1.3.14* Modify your wind chill computation from Exercise 1.3.7 so that it gives the
wind chill rounded to the nearest integer.

1.3.15. Show how you can use the int function to truncate any floating point number
to two places to the right of the decimal point. In other words, you want to
truncate a number like 3.1415926 to 3.14. Your expression should work with
any value of number.

1.3.16* Show how you can use the int function to find the fractional part of any positive
floating point number. For example, if the value 3.14 is assigned to number, you
want to output 0.14. Your expression should work with any value of number.

1.3.17. Show how to round a floating point number to the nearest tenth in Python.

1.3.18. What happens when you execute the following statements? Explain why.

>>> value = print(42)
>>> print(value * 2)

1.3.19* Fix the following sequence of statements

>>> radius = input(�Radius of your circle? �)
>>> area = 3.14159 * radius * radius
>>> print(�The area of your circle is � + area + �.�)

1.3.20. Write a sequence of statements that

(a) prompt for a person’s age,

(b) compute the number of days that person has been alive (assume 365.25
days in a year to account for leap years),

(c) round the number of days to the nearest integer, and then

(d) print the result, nicely formatted.

1.3.21* Repeat Exercise 1.3.14, but this time prompt for the temperature and wind
chill using the input function, and print the result formatted like

The wind chill is -2 degrees Celsius.
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1.3.22. The following program implements a Mad Lib.

adj1 = input(�Adjective: �)
noun1 = input(�Noun: �)
noun2 = input(�Noun: �)
adj2 = input(�Adjective: �)
noun3 = input(�Noun: �)

print(�How to Throw a Party�)
print()
print(�If you are looking for a/an�, adj1, �way to�)
print(�celebrate your love of�, noun1 + �, how about a�)
print(noun2 + �-themed costume party? Start by�)
print(�sending invitations encoded in�, adj2, �format�)
print(�giving directions to the location of your�, noun3 + �.�)

Write your own Mad Lib program, requiring at least five parts of speech to
insert. (You can download the program above from the book website to get you
started.)

1.3.23* Write a sequence of statements that accepts three numbers as input, one at a
time, and prints the running sum of the numbers after each input. Use only two
variables, one for the input number and one for the running sum. Here is an
example of what your program should print (omitting the statements you type
at the prompt):

Number 1: 5.1

The current sum is 5.1.

Number 2: 7

The cu

rrent sum is 12.1.

Number 3: 12.3

The final sum is 24.4.

1.4 LOOK BACK

Fourth, look back. Check the result. Can you derive the result differently?

Not all algorithms are good algorithms, even if they are correct. And just about any
algorithm can be made better. Like writing prose or poetry, writing algorithms and
programming involve continual refinement. At every step of the process, we should
“look back” on what we have created to see if it can be improved.

Reflection 1.17 What characteristics might make one algorithm or program better than
another?

Here are some questions we should always ask about our algorithms and programs:

1. Is your program easy to understand?

Are you using descriptive variable names? Is there anything extraneous that
could be omitted? Is there a more elegant way to accomplish the same thing?

2. Does your program work properly?
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Is it solving the correct problem? Does it give the correct output for every
possible input?

3. How long does your algorithm take? Is it as efficient as it could be?

Is your algorithm doing too much work? Is there a way to streamline it?
Does your program use too much memory? Can it be done with less? Our
algorithms at this point are too simple to worry about this too much but,
as they grow more complex, we will see that efficiency becomes an issue of
paramount importance.

4. Are there ethical ramifications to consider?

How will your algorithm or program affect human welfare? Will your algorithm
unfairly impact some groups more than others? Are any of your assumptions
based on unexamined cultural or racial prejudices? Are there related privacy
or intellectual property issues? What is the environmental impact?

These are essential questions to ask at every step of the problem-solving
process. Sometimes even determining what problem you should solve requires
careful judgment. Similarly, poorly chosen inputs to some problems, e.g., facial
recognition and risk assessment algorithms used in the criminal justice system,
can have severely damaging effects on entire groups of people. And when
designing an algorithm, you may find that ethical considerations are at odds
with efficiency; shortcuts and overly simple solutions can lead to damaging
results.

Questions such as these are both complex and essential, but largely beyond
the scope of this book. Some additional resources well worth exploring are
given in Section 1.5.

We will discuss the first point in more detail in the next chapter, as we start to
develop more complete programs. We elaborate on the second and third points
below.

Testing
It should go without saying that we want our programs to be correct. That is, we
want our algorithms to produce the correct output for every possible input, and
we want our programs to be faithful to the design of our algorithms. There are
techniques that we can use to increase the likelihood that our functions and programs
are correct. The first two steps in our problem solving process are a good start:
making sure that we thoroughly understand the problem we are trying to solve and
spending quality time designing a solution, well before we start typing any code.

However, despite the best planning, errors, or “bugs,” will still creep into your
programs. To root out bugs from our programs, i.e., debug them, we have to test
them thoroughly with a variety of carefully chosen inputs. We started to do this when
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we refined our syllable-counting algorithm in Section 1.2. There are four important
categories of inputs that you should be thinking about as we move forward:

1. If there are disallowed inputs that don’t make sense for the problem and are
not guaranteed to work, this should be stated explicitly in the documentation,
as we will discuss further in the next section. We will also talk about how to
more formally specify and check for these inputs in Section 5.5.

2. Once you have identified the range of legal inputs, test your program with
several common inputs to make sure that its basic functionality is intact. It
is important to test with inputs that are representative of the entire range of
possibilities. For example, if your input is a number, try both negative and
positive integers and floats.

3. Boundary cases are inputs that rests on a boundary of the range of legal inputs.
For example, if your allowed inputs are all numbers between 0 and 100, be
sure to test both 0 and 100. In many problems, testing boundary cases can
identify issues with your algorithm that are easy to overlook.

4. Finally, corner cases are any other kind of rare input that might cause the
program to break. These are usually the hardest to identify and tend to be
quite specific to the problem being solved.

To illustrate, let’s look at the simple problem of converting an average course grade
between 0 and 100 to a GPA on a standard four-point scale, where 90–100 is a 4,
80–89 is a 3, 70–79 is a 2, 60–69 is a 1, and < 60 is a 0. (For simplicity, we will ignore
+/− grades.). As a first stab at an algorithm, we notice that dividing by 10 to get
the tens place of the input grade and then subtracting 5 seems to work.

Algorithm Convert grade — Draft

Input: grade
1 tens place ← the digit in the tens place of grade
2 GPA ← tens place − 5

Output: GPA

In Python, we can implement this algorithm in one line:

>>> grade = 87
>>> GPA = int(grade / 10) - 5
>>> GPA
3

Reflection 1.18 What are the disallowed inputs for this algorithm?

Assuming that no extra credit is possible, any grade less than zero or greater than
100 should be disallowed. We’ll look at how to more formally specify this in the
coming chapters. Next, we should try to some common inputs from 0 to 100. To
start, trying a grade in each of the five GPA categories makes sense.
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Reflection 1.19 Try a grade in each of the five GPA categories. What do you find?

Reflection 1.20 What boundary cases should you try?

Did you try grades on the boundaries of the categories (e.g., 60 and 90), grades
below 50, and the boundary cases of 0 and 100? Here we have some issues.

>>> grade = 42
>>> GPA = int(grade / 10) - 5
>>> GPA
-1
>>> grade = 0
>>> GPA = int(grade / 10) - 5
>>> GPA
-5
>>> grade = 100
>>> GPA = int(grade / 10) - 5
>>> GPA
5

To fix these problems, we want to ensure that GPA never falls below zero or exceeds
four. We can accomplish this with the min and max functions, which return the
minimum and maximum values among their arguments. To fix the negative GPA
issue, we want to return the maximum of GPA and zero.

>>> grade = 42
>>> GPA = int(grade / 10) - 5
>>> GPA = max(GPA, 0)
>>> GPA
0

To fix a GPA exceeding four, we want to return the minimum of the GPA and 4.

>>> grade = 100
>>> GPA = int(grade / 10) - 5
>>> GPA = min(GPA, 4)
>>> GPA
4

To fix both problems, we need to combine these solutions:

>>> GPA = int(grade / 10) - 5
>>> GPA = max(GPA, 0)
>>> GPA = min(GPA, 4)

At this point, you should try all of the test cases again to make sure everything
works correctly. We will revisit testing in Section 5.5.

Algorithm efficiency
Now let’s look a little more closely at the third question at the beginning of this
section:

3. How long does your algorithm take? Is it as efficient as it could be?
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To determine how much time an algorithm requires, we could implement it as
a program and execute it on a computer. However, this approach presents some
problems. First, which programming language do we use? Second, which inputs do
we use for our timing experiments? Third, which computer do we use? Once we
make these choices, will they give us a complete picture of our algorithm’s efficiency?
Will they allow us to predict the time required to execute the algorithm on different
computers? Will these predictions still be valid ten years from now?

A better way to predict the amount of time required by an algorithm is to count
the number of elementary steps that are required, independent of any particular
computer. An elementary step is one that always requires the same amount of time,
regardless of the input. Examples of elementary steps are

� arithmetic operations,

� assignments of values to variables,

� testing a condition involving numbers or a character, and

� examining a character in a string or a number in a list.

Each of these things takes the same amount of time regardless of the numbers being
operated upon, the types of values being assigned, or the values being examined.
The number of elementary steps required by an algorithm is called the algorithm’s
time complexity . By determining an algorithm’s time complexity, we can estimate
how long an algorithm will take on any computer, relative to another algorithm for
the same problem.

Constant-time algorithms
To make this more concrete, let’s count how many elementary steps there are in our
final Sphere Volume 2 algorithm on page 14, beginning with line 1:

1 volume ← 4 ÷ 3
Line 1 contains two elementary steps: an arithmetic operation followed by an
assignment of the result to a variable. Assignment and arithmetic (with two operands)
are elementary steps because they always require the same amount of time regardless
of the variable or the operands. Line 2, below, also contains two elementary steps
for the same reason.

2 volume ← volume × π
Lines 3–4 consist of a loop that instructs us to perform a similar arith-
metic/assignment statement three times:

3 repeat the following three times:
4 volume ← volume × r

Line 4 takes two elementary steps by itself, but it is executed three times, so lines
3–4 require a total of six elementary steps. Therefore, all together, this algorithm
requires 2 + 2 + 6 = 10 elementary steps.
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The most important takeaway from this analysis, however, is that the Sphere Volume 2

algorithm requires the same number of elementary steps regardless of what the input
is. It executes ten elementary steps whether the input is 10 or 10,000. Therefore, we
call it a constant-time algorithm .

Linear-time algorithms
Next let’s analyze our last Syllable Count algorithm from page 16. The first statement
in this algorithm counts the number of vowels in the input word:

1 count ← the number of vowels (a, e, i, o, u) in word
Although this may look like one elementary step at first glance, it is not. As we will
discuss more in Chapter 6, a computer algorithm cannot just look at a word and
instantly tell you how many vowels it has. Instead, it will need to check each letter,
one at a time, counting the number of vowels that it sees. In other words, line 1 is
equivalent to the following:

(a) count ← 0
(b) repeat for each letter in word:
(c) if letter is a vowel (a, e, i, o, u), then add 1 to count

Writing it in this way makes it more apparent that the number of elementary steps
required by line 1 depends on the number of letters in word. More specifically, a
word with n letters will require n iterations of the loop in lines (b)–(c); the longer
the word is (i.e., the bigger n is), the longer this will take. The body of the loop in
line (c) requires at most two elementary steps: one to examine a letter and one to
add to count. Therefore altogether, including the initialization of count to zero in
line(a), there are 2n + 1 elementary steps here.

Lines 2–3 of the algorithm contain a more explicit loop that is very similar to our
rewritten version of line 1:

2 repeat for each pair of adjacent letters in word:
3 if the letters are both vowels, then subtract 1 from count

The only difference from lines (b)–(c) above is that this loop looks at pairs of
letters instead of individual letters and it subtracts from, rather than adds to, count.
Regardless, once again, the number of elementary steps depends on the length of
word; if there are n letters in word, lines 2–3 repeat n − 1 times (because there
are n − 1 pairs of adjacent letters in a word with n letters). You can see this more
explicitly in the trace table in page 16. In that case, the input contained n = 7 letters
and there were n − 1 = 6 iterations of the loop. In the body of the loop, there are at
most two elementary steps, so the entire loop contains 2(n − 1) elementary steps.

Finally, line 4 is much simpler:

4 if word ends in e, then subtract 1 from count
We can safely say that the number of elementary steps in this line does not depend
on the length of word. This conclusion relies on the assumption, which will be
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Figure 1.5 A comparison of constant vs. linear time complexity.

verified in Chapter 6, that we can look at the end of any word directly, regardless of
its length. So we can say that this line requires at most two elementary steps, one to
check the last letter in word and one to subtract from count.
Putting it all together then, the entire algorithm requires about (2n+1)+2(n−1)+2 =
4n + 1 elementary steps. As with the sphere-volume algorithm, the exact number is
not terribly important. The important thing to notice is that the time complexity
of this algorithm is linearly proportional to the length of the input word. A linear
function is one that contains n but no higher powers of n like n2 or n3. We call
algorithms with time complexities that are linearly proportional to n, like Syllable

Count, linear-time algorithms.

The real issue underlying time complexity is scalability : how quickly the running
time grows as the input gets very large. The difference between a constant-time
algorithm and a linear-time algorithm is illustrated in Figure 1.5. The blue line
represents the time complexity of a constant-time algorithm that always requires ten
elementary steps regardless of how large the input becomes. The red line represents
the time complexity of a linear-time algorithm that requires 4n + 1 elementary
steps when the input has size n. Notice that the number of elementary steps in the
linear-time algorithm grows proportionally to the size of the input. As the input
gets larger, the difference between the constant-time algorithm and the linear-time
algorithm grows much larger. Therefore, for a particular problem, if we could choose
between a constant-time algorithm and a linear-time algorithm, especially if n is
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Figure 1.6 Examples of everyday algorithms: a fire alarm, an elevator, and a recipe.

large, we would clearly favor the constant-time algorithm. But even linear-time
algorithms are generally considered to be very fast. As will see later, some problems
require a lot more time to solve.

A linear-time algorithm is also said to have time complexity O(n) (pronounced “big
oh of n”). The uppercase letter O is shorthand for “order;” we can also say that a
linear-time algorithm has “order of n” time complexity. A constant-time algorithm
is said to have O(1) time complexity. We will study time complexity in more detail
in Section 6.7.

Although we have presented “looking back” as the last step in a four-step process,
the issues we have discussed here are important to keep in mind in every step.
The better your product is at each step, the less work you will have to do later to
clean it up. Designing algorithms can be a tricky business and first impressions can
sometimes be deceiving. For example, you have already seen that the number of lines
in an algorithm is often unrelated to its time complexity. Similarly, techniques that
seem to work at first glance may not work for some inputs. As in any worthwhile
endeavor, a careful and deliberate approach will pay dividends in the long run.

Exercises
1.4.1. Identify three algorithms from your everyday life and critique them with respect

to readability, correctness, and efficiency. Some examples of everyday algorithms
are shown in Figure 1.6.

1.4.2. What characteristics, other than the ones we discussed, might make one algo-
rithm better than another?

1.4.3. For each of the following algorithms, demonstrate that it is correct by testing it
with at least two common inputs and all boundary inputs you can identify. Say
what the algorithm’s output is in each case. Also, if there are any inputs that
should not be allowed, identify those.
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(a)* your revised Sphere Volume algorithm from Exercise 1.2.9

(b)* the Count votes algorithm from Exercise 1.2.7

(c) the Surface area of a box algorithm from Exercise 1.2.6

(d)
Algorithm Maximum value in a list

Input: a list of numbers
1 maxSoFar ← first item in numbers
2 repeat for each item in numbers:
3 if item > maxSoFar, then assign maxSoFar ← item

Output: maxSoFar

(e)
Algorithm Distance to lightning strike

Input: elapsed number of seconds
1 speed of sound ← 343 m/s
2 distance ← seconds × speed of sound
3 distance ← distance ÷ 1000

Output: distance

(f)
Algorithm Raise to the fifth

Input: a number
1 product ← 1
2 repeat 5 times:
3 product ← product × number

Output: product

(g)
Algorithm Count pronouns

Input: a text
1 countFeminine ← 0
2 countMasculine ← 0
3 repeat for each word in the text:
4 if the word is she, then add one to countFeminine
5 if the word is he, then add one to countMasculine
6 ratio ← countFeminine ÷ countMasculine

Output: ratio
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1.4.4. For each of the algorithms in the previous exercise, estimate the number of
elementary steps and decide whether it is a constant-time or a linear-time
algorithm.

1.4.5. Suppose that you have been asked to organize a phone tree for your organization
to personally alert everyone with a phone call in the event of an emergency.
You have to make the first call, but after that, you can delegate others to make
calls as well. Who makes which calls and the order in which they are made
constitutes an algorithm. For example, suppose there are only eight people in
the organization, and they are named Amelia, Beth, Caroline, Dave, Ernie, Flo,
Gretchen, and Homer. Then here is a simple algorithm:

Algorithm Alphabetical Phone Tree

Input: a list of eight people and their phone numbers
1 Amelia calls Beth.
2 Beth calls Caroline.
3 Caroline calls Dave.
⋮

7 Gretchen calls Homer.
Output: none (but phone calls were made)

For simplicity, assume that everyone answers the phone right away and every
phone call takes the same amount of time.

(a) For the phone tree problem, identify at least two criteria that would
make one algorithm better than another. For each criterion, design an
algorithm that satisfies it.

(b) In the interest of safety, one criterion for a phone tree would be to ensure
that everyone is notified as soon as possible. Design an algorithm that
ensures that all eight people are notified in a chain of at most three calls.
At the outset, only Amelia is aware of the emergency. (Multiple calls
can be made simultaneously.)

(c) Extend the algorithm you designed in the previous question to an
arbitrarily large number of people. In general, how many people are
called simultaneously during any step t = 1,2,3, . . .? First, think about
how many calls are made during steps 1, 2, and 3 in your algorithm.
Then think about how many calls would be made during time steps 4,
5, and 6. Can you generalize this process to any step t?

1.5 SUMMARY AND FURTHER DISCOVERY

In this chapter, we outlined the four steps in the computational problem solving
process. First, we need to understand the problem we are trying to solve, viewed as
the relationship between its inputs and the desired output. This may sound obvious,
but you would be surprised at how much time is often wasted solving the incorrect
problem! Solving some small examples by hand at this point can often help, and
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illuminate potential pitfalls. At the end of this step, the problem is viewed as a
functional abstraction because we understand what an algorithm for it should do,
but not yet what the algorithm looks like.

Second, we want to design an algorithm to solve the problem. It helps to use top-down
design to decompose the problem into smaller subproblems. Then we can design
algorithms for the simplest problems first and work our way up the decomposition
tree in a bottom-up fashion. Algorithm design is often the most challenging of the
four steps, which is why writing algorithms in pseudocode is so valuable. Pseudocode
allows us to think about how to solve the problem without being distracted by the
more demanding requirements of a programming language. In our algorithms, we
saw four categories of algorithmic statements:

1. assignment statements that assign a value to a variable,

2. arithmetic statements,

3. loops that repeat a set of statements some number of times, and

4. conditional statements that make decisions.

It may surprise you to know that these four types of statements are sufficient to
write any algorithm imaginable! So writing algorithms, and programs, in large part
amounts to putting this small palette to work in creative ways. As we progress
through this book, we will incrementally learn how to use these kinds of statements
in myriad combinations to solve a wide variety of problems.

In the third step, we translate the algorithm into a program in Python. We started
our introduction to programming by using variables, arithmetic, and simple functions.
In the next chapter, you will begin to write your own functions and incorporate
them into longer programs. By the end of this book, you will be amazed by the
kinds of things you can do!

Fourth, we need to remember to “look back” at our algorithms and programs in a
process of continual refinement. Just because a program seems to work on a few
simple inputs does not mean that it cannot be improved. We always want to strive
for the clearest, most efficient, and fairest solution we can.

Notes for further discovery
The first epigraph at the beginning of this chapter is from an article by computer
scientists Michael Fellows and Ian Parberry [16]. A similar quote is often attributed
to the late Dutch computer scientist Edsger Dijkstra.

The second epigraph is from the great Donald Knuth [33], Professor Emeritus of
The Art of Computer Programming at Stanford University. When he was still in
graduate school in the 1960s Dr. Knuth began his life’s work, a multi-volume set
of books titled, The Art of Computer Programming [31]. In 2011, he published
the first part of Volume 4, and has plans to write seven volumes total. Although
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incomplete, this work was cited at the end of 1999 in American Scientist ’s list of
“100 or so Books that Shaped a Century of Science” [42]. Dr. Knuth also invented the
typesetting program TEX, which was used to write this book. He is the recipient of
many international awards, including the Turing Award, named after Alan Turing,
which is considered to be the “Nobel Prize of computer science.”

Guido van Rossum is a Dutch computer programmer who invented the Python
programming language. IDLE is an acronym for “Integrated DeveLopment Environ-
ment,” but is also considered to be a tribute to Eric Idle, one of the founders of
Monty Python.

The “Hello world!” program is the traditional first program that everyone learns when
starting out. See http://en.wikipedia.org/wiki/Hello_world_program for an
interesting history.

As you continue to learn Python, it will be helpful to add the following documenta-
tion site to your “favorites” list: https://docs.python.org/3/index.html. There
are also a list of links and references for commonly used classes and functions
(Appendix A) on the book website.

There are many good resources for learning more about ethics in computing and
data science. The ACM Code of Ethics and Professional Conduct (https://www.
acm.org/code-of-ethics) is the main code followed by computing practitioners
around the world. For more in-depth coverage of moral theories and ethics, we
recommend Computer Ethics by Deborah Johnson [27], Ethics of Big Data by Kord
Davis [11], and Ethical and Secure Computing by Joseph Migga Kizza [30]. Race after
Technology by Ruha Benjamin [6], Algorithms of Oppression: How Search Engines
Reinforce Racism by Safiya Umoja Noble [44], and Weapons of Math Destruction
by Cathy O’Neil [45] delve deeper into the potentially damaging social impacts of
computing.

Finally, a note about “big oh” notation. Our use of O(n) is actually a slight,
but common, abuse of notation. Formally, to say that an algorithm has O(n)
time complexity means that its time complexity is asymptotically at most linearly
proportional to n. In other words, a constant-time algorithm also has O(n) time
complexity! The correct notation is Θ(n) (“big theta of n”), but “big oh” notation is
used so frequently in practice that we chose to also use it, despite some discomfort.
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Preface to the Second
Edition

In the six years since the first edition of this book was published, two things
happened that made me want to update the book. The first one was the wide
adoption of Python 3. The original edition had all its code in Python 2, which
has now reached its official end of life. This second edition updates all the
code to Python 3.

But the second, and most important, thing that happened since 2014 was
the dizzying developments in machine learning, more specifically, in neural
networks (NNs). By 2018, I felt it was my duty, and personal challenge, to
capture the basic programming concepts in neural networks in exactly the
same way I had done for all other concepts: by doing term frequency in neural
networks. This led me into a fascinating tour of that field, focused, as I was,
on exploring it using a problem for which neural networks are not typically
used – term frequency is a well-specified problem for which we know the exact
logic. This second edition includes a whole new part, Part X, featuring several
basic programming concepts in NNs.

In the process of doing this tour of neural networks for the term frequency
problem, four things became clear. First, I had to break the problem down
into its smaller components, and show how to solve those smaller sub-problems
using NNs. This is because the solution of the complete problem is essentially
a pipeline of functions that requires knowledge of too many NN concepts at
once. Second, although learning is the magic sauce for which neural networks
are popular, I found myself being even more fascinated by the concept of net-
works as computing machines. As much as I admire the power of statistics
for making predictions based on existing data, the computer engineer in me
absolutely wants to program these networks by hand by setting the weights
manually. I couldn’t help it! Part X is full of neural networks that are pro-
grammed manually, without learning. Third, the most popular framework for
programming NNs, TensorFlow, uses array programming concepts at its core.
This is not surprising, given that we are dealing, essentially, with linear algebra
operations. I realized the first edition had missed this historically important
programming style – array programming – so I added a new chapter about
it in Part I, Historical. (Hello, APL, apologies for having missed you the first
time!) Finally, the fourth thing I realized was that I could easily write an

xi
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entire new book just covering neural network programming concepts. I had to
stop myself at six chapters in Part X, but these chapters don’t even begin to
cover the immense and fertile field of programming ideas in neural networks.

NNs require a fundamentally different way of thinking about computing
that is at the same time very low level and very powerful. I am now convinced
that every programmer needs to learn this connectionist computing model,
not just for the hype that its applications currently enjoy, but in spite of it.

Pierre Baldi was instrumental in my developing an interest in neural net-
works, and in my ability to navigate that field as an outsider. I thank him
for the many conversations we had about all that is covered in Part X. In
these past six years, my daughter Julia grew up, and, at points, helped me
stay focused on finishing this second edition of the book. I thank her for that.
Thank you, also, to my Department Chair, André van der Hoek, and to my
Dean, Marios Papaefthymiou, for letting me go on sabbatical in 2018. That
allowed me to dive into the world of machine learning. Finally, I want to
thank the hundreds of students who have taken my course, and who have
enthusiastically provided all sorts of feedback.

Cristina Videira Lopes
Irvine, February 29, 2020



Preface to the First
Edition

THE CODE

This book is a companion text for code that is publicly available at
http://github.com/crista/exercises-in-programming-style

WHO WILL BENEFIT FROM THIS BOOK

The collection of code that is the foundation of this book is for everyone who
enjoys the art of programming. I’ve written this book in order to complement
and explain the raw code, as some of the idioms may not be obvious. Software
developers with many years of experience may enjoy revisiting familiar pro-
gramming styles in the broad context of this book and learning about styles
that may not be part of their normal repertoire.

This book can be used as a textbook for advanced programming courses
in computer science and software engineering. Additional teaching materials,
such as lecture slides, are also available. The book is not designed for introduc-
tory programming courses; it is important for students to be able to crawl (i.e.
learn to program under the illusion that there’s only one way of doing things)
before they can run (i.e. realize that there’s a lot more variety). I expect that
many of the readers will be students in their junior/senior years or in their
early stages of graduate study. The exercise list at the end of each chapter is
a good mechanism for testing the reader’s understanding of each style. The
suggested further readings are more appropriate for graduate students.

This book may also be of interest to writers, especially those who know
a little programming or have a strong interest in programming technology.
Despite important differences, there are many similarities between writing
programs and writing in general.

MOTIVATION FOR THESE EXERCISES

In the 1940s, the French writer Raymond Queneau wrote a jewel of a book
called Exercises in Style, featuring 99 renditions of the exact same story, each
written in a different style. The book is a masterpiece of writing technique,
as it illustrates the many different ways a story can be told. The story being

xiii
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fairly trivial and always the same, highlights form, rather than content; it
illustrates how the decisions we make in telling a story affect the perception
of that story.

Queneau’s story is trivially simple and can be told in two sentences: The
narrator is on the “S” bus and notices a man with a long neck who is wearing
a hat, and who gets into an altercation with the man sitting next to him.
Two hours later, the narrator sees this same man near the Saint Lazare train
station, with a friend, and the friend is giving this man some advice regarding
an extra button on his overcoat. That’s it! He then goes through 99 renditions
of this story using, for example, litotes, metaphors, animism, etc.

Over the years, as an instructor of many programming-intensive courses, I
noticed that often students have a hard time understanding the different ways
of writing programs and of designing systems, in general. They have been
trained in one, at most two, programming languages, so they understand only
the styles that are encouraged by those languages, and have a hard time
wrapping their heads around other styles. It’s not their fault. Looking at the
history of programming languages and the lack of pedagogical material on
style in most computer science programs, one hardly gets exposed to the issue
until after an enormous amount of experience is accumulated. Even then, style
is seen as an intangible property of programs that remains elusive to explain
to others – and over which many technical arguments ensue. So, in order to
give programming styles the proper due, and inspired by Queneau, I decided
to embark on the project of writing the exact same computational task in as
many styles as I have come across over the years.

So what is style? In Queneau’s circle of intellectuals, a group known as
Oulipo (for French Ouvroir de la littérature potentielle, roughly translated as
“workshop of potential literature”), style was nothing but the consequence
of creating under constraints, often based on mathematical concepts such as
permutations or lipograms. These constraints are used as a means to create
something intellectually interesting besides the story itself. The ideas caught
on, and over the years, several literary works have been created using Oulipo’s
constraints.

In this book, too, programming style is what results from writing programs
under a set of constraints. Constraints can come from external sources or they
can be self-imposed; they can capture true challenges of the environment or
they can be artificial; they can come from past experiences and measurable
data or they can come from personal preferences. Independent of their origin,
constraints are the seeds of style. By honoring different constraints, we can
write a variety of programs that are virtually identical in terms of what they
do, but that are radically different in terms of how they do it.

In the universe of all things a good programmer must know, I see collec-
tions of programming styles as being as important as any collection of data
structures and algorithms, but with a focus on human effects rather than on
computing effects. Programs convey information not just to the computers
but, more importantly, to the people who read them. As with any form of



Preface to the First Edition � xv

expression, the consequences of what is being said are shaped and influenced
by how they are being said. An advanced programmer needs not be able to just
write correct programs that perform well; he/she needs to be able to choose
appropriate styles for expressing those programs for a variety of purposes.

Traditionally, however, it has been much easier to teach algorithms and
data structures than it is to teach the nuances of programming expression.
Books on data structures and algorithms all follow more or less the same for-
mula: pseudo-code, explanation, and complexity analysis. The literature on
programming tends to fall into two camps: books that explain programming
languages and books that present collections of design or architectural pat-
terns. However, there is a continuum in the spectrum of how to write programs
that go from the concepts that the programming languages encourage/enforce
to the combination of program elements that end up making up the program;
languages and patterns feed on each other, and separating them as two differ-
ent things creates a false dichotomy. Having come across Queneau’s body of
work, it seemed to me that his focus on constraints as the basis for explaining
expression styles was a perfectly good model for unifying a lot of important
creative work in the programming world.

I should note that I’m not the first one to look at constraints as a good
unifying principle for explaining style in software systems. The work on archi-
tectural styles has taken that approach for a long time. I confess that the
notion that style arises from constraints (some things are disallowed, some
things must exist, some things are limited, etc.) was a bit hard to understand
at first. After all, who wants to write programs under constraints? It wasn’t
until I came across Queneau’s work that the idea made perfect sense.

Like Queneau’s story, the computational task in this book is trivial: given
a text file, we want to produce the list of words in the file and their frequen-
cies, and print them out in decreasing order of frequency. This computational
task is known as term frequency. This book contains 33 different styles for
writing the term frequency task, one in each chapter. Unlike Queneau’s book,
I decided to verbalize the constraints in each style and explain the example
programs. Given the target audience, I think it’s important to provide those
insights explicitly rather than leaving them to the reader’s interpretation.
Each chapter starts by presenting the constraints of the style, then it shows
an example program; a detailed explanation of the code follows; most chap-
ters have additional sections regarding the use of the style in systems design
and another section on the historical context in which the programming style
emerged. History is important; a discipline should not forget the origins of its
core ideas. I hope the readers will be curious enough to follow through some
of the suggested further readings.

Why 33 styles? I chose 33 as a bounded personal challenge. Queneau’s book
has 99 styles. Had I set my goal to writing a book with 99 chapters, I probably
never would have finished it! The public repository of code that is the basis
for this book, however, is likely to continue to grow. The styles are grouped
into nine categories: historical, basic, function composition, objects and object
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interactions, reflection and metaprogramming, adversity, data-centric, concur-
rency, and interactivity. The categories emerged as a way to organize the book,
grouping together styles that are more related to each other than to the others.
Other categorizations would be possible.

Similar to Queneau’s book, these exercises in programming style are
exactly that: exercises. They are the sketches, or arpeggios, of software; they
aren’t the music. A piece of real software usually employs a variety of styles for
the different parts of the system. Furthermore, all these styles can be mixed
and matched, creating hybrids that are interesting in themselves.

Finally, one last important remark. Although Queneau’s book was the
inspiration for this project, software is not exactly the same as the language
arts; there are utility functions attached to software design decisions, i.e. some
expressions are better than others for specific objectives.1 In this book I try
to stand clear of judgments of good and bad, except in certain clear cases. It
is not up to me to make those judgments, since they depend heavily on the
context of each project.
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TERM FREQUENCY

L IKE QUENEAU’S STORY, the computational task in this book is triv-
ial: given a text file, we want to display the N (e.g. 25) most frequent words

and corresponding frequencies ordered by decreasing value of frequency. We
should make sure to normalize for capitalization and to ignore stop words like
“the,” “for,” etc. To keep things simple, we don’t care about the ordering of
words that have equal frequencies. This computational task is known as term
frequency.

Here is an example of an input file and corresponding output after com-
puting the term frequency:

Input:
White tigers live mostly in India
Wild lions live mostly in Africa

Output:
live - 2
mostly - 2
africa - 1
india - 1
lions - 1
tigers - 1
white - 1
wild - 1

If we were to run this flavor of term frequency on Jane Austen’s Pride and
Prejudice available from the Gutenberg Collection, we would get the following
output:

mr - 786
elizabeth - 635
very - 488
darcy - 418
such - 395
mrs - 343
much - 329
more - 327

xvii
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bennet - 323
bingley - 306
jane - 295
miss - 283
one - 275
know - 239
before - 229
herself - 227
though - 226
well - 224
never - 220
sister - 218
soon - 216
think - 211
now - 209
time - 203
good - 201

This book’s example programs cover this term frequency task. Addition-
ally, all chapters have a list of exercises. One of those exercises is to write
another simple computational task using the corresponding style. Some sug-
gestions are given below.

These computational tasks are simple enough for any advanced student to
tackle easily. Algorithmic difficulties out of the way, the focus should be on
following the constraints that underlie each style.

WORD INDEX

Given a text file, output all words alphabetically, along with the page numbers
on which they occur. Ignore all words that occur more than 100 times. Assume
that a page is a sequence of 45 lines. For example, given Pride and Prejudice,
the first few entries of the index would be:

abatement - 89
abhorrence - 101, 145, 152, 241, 274, 281
abhorrent - 253
abide - 158, 292
...

WORDS IN CONTEXT

Given a text file, display certain words alphabetically and in context, along
with the page numbers of the pages in which they occur. Assume that a
page is a sequence of 45 lines. Assume that context consists of the preceding
and succeeding two words. Ignore punctuation. For example, given Pride and
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Prejudice, the words “concealment” and “hurt” would result in the following
output:

perhaps this concealment this disguise - 150
purpose of concealment for no - 207
pride was hurt he suffered - 87
must be hurt by such - 95
and are hurt if i - 103
pride been hurt by my - 145
must be hurt by such - 157
infamy was hurt and distressed – 248

Suggestion of words for the words in context task: concealment, discon-
tented, hurt, agitation, mortifying, reproach, unexpected, indignation, mis-
take, and confusion.

PYTHONISMS

The example code used in this book is all written in Python, but expertise
in Python is not necessary in order to understand the styles. In fact, one of
the exercises in all of the chapters is to write the example program in another
language. As such, the reader needs only to be able to read Python without
needing to write in Python.

Python is relatively easy to read. There are, however, a few corners of the
language that may confuse readers coming from other languages. I explain
some of them here.

• Lists. In Python, a list is a primitive data type supported by dedicated
syntax that is normally associated with arrays in C-like languages. Here
is an example of a list: mylist = [0, 1, 2, 3, 4, 5]. Python
doesn’t have an array as a primitive data type,2 and most situations
that would use an array in C-like languages use a list in Python.

• Tuples. A tuple is an immutable list. Tuples are also primitive data
types supported by dedicated syntax that is normally associated with
lists in Lisp-like languages. Here is an example of a tuple: mytuple
= (0, 1, 2, 3, 4). Tuples and lists are handled in similar ways,
except for the fact that tuples are immutable, so the operations that
change lists don’t work on tuples.

• List indexing. List and tuple elements are accessed by index like this:
mylist[some index]. The lower bound of a list is index 0, like in C-
like languages, and the list length is given by len(mylist). Indexing
a list can be much more expressive than this simple example suggests.
Here are some more examples:

2There is an array data object, but it’s not a primitive type of the language and it
doesn’t have any special syntax. It’s not used as much as lists.
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– mylist[0] – first element of the list

– mylist[-1] – last element of the list

– mylist[-2] – next-to-last element of the list

– mylist[1:] – a list starting at index 1 until the end of mylist

– mylist[1:3] – a list starting at index 1 and stopping before
index 3 of mylist

– mylist[::2] – a list containing every other element of mylist

– mylist[start:stop:step] – a list containing every step ele-
ment between start and stop indexes of mylist

• Bounds. Indexing an element beyond the length of a list results in an
IndexError. For example, trying to access the 4th element of a list of
3 elements (e.g. [10, 20, 30][3]) results in an IndexError, as expected.
However, many Python operations on lists (and collections in general)
are constructivist with respect to indexing. For example, obtaining a
list consisting of the range from 3 to 100 in a list with only 3 elements
(e.g. [10, 20, 30][3:100]) results in an empty list ([]) rather than an
IndexError. Similarly, any range that partially covers a list results in
whatever part of the list is covered, with no IndexError (e.g. [10, 20,
30][2:10] results in [30]). This constructivist behavior may be puzzling
at first for people used to more intolerant languages.

• Dictionaries. In Python, a dictionary, or map, is also a primitive data
type supported by dedicated syntax. Here is an example of a dictionary:
mydict = {’a’ : 1, ’b’ : 2}. This particular dictionary maps
two string keys to two integer values; in general, keys and values can be
of any type. In Java, these kinds of dictionaries can be found in the form
of the HashMap class (among others), and in C++ they can be found
in the form of the class template map (among others).

• self. In most object-oriented languages, the reference that an object has
to itself is implicitly available through special syntax. For example, this
in Java and C++, $this in PHP, or @ in Ruby. Unlike these languages,
Python has no special syntax for it. Moreover, instance methods are
simply class methods that take an object as the first parameter; this first
parameter is called self by convention, but not by special mandate of
the language. Here is an example of a class definition with two instance
methods:

1 class Example:
2 def set_name(self, n):
3 self._name = n
4 def say_my_name(self):
5 print self._name
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Both methods have a parameter named self in the first position, which
is then accessed in their bodies. There is nothing special about the word
self, and the methods could use any other name, for example me or
my or even this, but any word other than self will be frowned upon
by Python programmers. Calling instance methods, however, may be
surprising, because the first parameter is omitted:

e = Example()
e.set_my_name(‘‘Heisenberg’’)
e.say_my_name()

This mismatch on the number of parameters is due to the fact that the
dot-notation in Python (’.’) is simply syntactic sugar for this other, more
primitive form of calling the methods:

e = Example()
Example.set_my_name(e, ‘‘Heisenberg’’)
Example.say_my_name(e)

• Constructors. In Python, a constructor is a regular method with the
name init (two underscores on each side of the word). Methods with
this exact name are called automatically by the Python runtime right
after object creation. Here is one example of a class with a constructor,
and its use:

1 class Example:
2 # This is the constructor of this class
3 def __init__(self, n):
4 self._name = n
5 def say_my_name(self):
6 print self._name
7

8 e = Example(‘‘Heisenberg’’)
9 e.say_my_name()
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Computing systems are like an onion, with layers upon layers of abstraction
developed over the years in order to facilitate the expression of intent. It is
important to know what the inner layers really entail. The first three pro-
gramming styles illustrate what programming was like several decades ago,
and to some extent, what it still is – because ideas keep getting reinvented.





CHA P T E R 1

Good Old Times

1.1 CONSTRAINTS

� Very small amount of primary memory, typically orders of magnitude
smaller than the data that needs to be processed/generated.

� No identifiers – i.e. no variable names or tagged memory addresses. All
we have is memory that is addressable with numbers.

5
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1.2 A PROGRAM IN THIS STYLE

1 #!/usr/bin/env python
2 import sys, os, string
3

4 # Utility for handling the intermediate ’secondary memory’
5 def touchopen(filename, *args, **kwargs):
6 try:
7 os.remove(filename)
8 except OSError:
9 pass

10 open(filename, "a").close() # "touch" file
11 return open(filename, *args, **kwargs)
12

13 # The constrained memory should have no more than 1024 cells
14 data = []
15 # We’re lucky:
16 # The stop words are only 556 characters and the lines are all
17 # less than 80 characters, so we can use that knowledge to
18 # simplify the problem: we can have the stop words loaded in
19 # memory while processing one line of the input at a time.
20 # If these two assumptions didn’t hold, the algorithm would
21 # need to be changed considerably.
22

23 # Overall strategy: (PART 1) read the input file, count the
24 # words, increment/store counts in secondary memory (a file)
25 # (PART 2) find the 25 most frequent words in secondary memory
26

27 # PART 1:
28 # - read the input file one line at a time
29 # - filter the characters, normalize to lower case
30 # - identify words, increment corresponding counts in file
31

32 # Load the list of stop words
33 f = open(’../stop_words.txt’)
34 data = [f.read(1024).split(’,’)] # data[0] holds the stop words
35 f.close()
36

37 data.append([]) # data[1] is line (max 80 characters)
38 data.append(None) # data[2] is index of the start_char of word
39 data.append(0) # data[3] is index on characters, i = 0
40 data.append(False) # data[4] is flag indicating if word was found
41 data.append(’’) # data[5] is the word
42 data.append(’’) # data[6] is word,NNNN
43 data.append(0) # data[7] is frequency
44

45 # Open the secondary memory
46 word_freqs = touchopen(’word_freqs’, ’rb+’)
47 # Open the input file
48 f = open(sys.argv[1], ’r’)
49 # Loop over input file’s lines
50 while True:
51 data[1] = [f.readline()]
52 if data[1] == [’’]: # end of input file
53 break
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54 if data[1][0][len(data[1][0])-1] != ’\n’: # If it does not end
with \n

55 data[1][0] = data[1][0] + ’\n’ # Add \n
56 data[2] = None
57 data[3] = 0
58 # Loop over characters in the line
59 for c in data[1][0]: # elimination of symbol c is exercise
60 if data[2] == None:
61 if c.isalnum():
62 # We found the start of a word
63 data[2] = data[3]
64 else:
65 if not c.isalnum():
66 # We found the end of a word. Process it
67 data[4] = False
68 data[5] = data[1][0][data[2]:data[3]].lower()
69 # Ignore words with len < 2, and stop words
70 if len(data[5]) >= 2 and data[5] not in data[0]:
71 # Let’s see if it already exists
72 while True:
73 data[6] = str(word_freqs.readline().strip

(), ’utf-8’)
74 if data[6] == ’’:
75 break;
76 data[7] = int(data[6].split(’,’)[1])
77 # word, no white space
78 data[6] = data[6].split(’,’)[0].strip()
79 if data[5] == data[6]:
80 data[7] += 1
81 data[4] = True
82 break
83 if not data[4]:
84 word_freqs.seek(0, 1) # Needed in Windows
85 word_freqs.write(bytes("%20s,%04d\n" % (

data[5], 1), ’utf-8’))
86 else:
87 word_freqs.seek(-26, 1)
88 word_freqs.write(bytes("%20s,%04d\n" % (

data[5], data[7]), ’utf-8’))
89 word_freqs.seek(0,0)
90 # Let’s reset
91 data[2] = None
92 data[3] += 1
93 # We’re done with the input file
94 f.close()
95 word_freqs.flush()
96

97 # PART 2
98 # Now we need to find the 25 most frequently occurring words.
99 # We don’t need anything from the previous values in memory

100 del data[:]
101

102 # Let’s use the first 25 entries for the top 25 words
103 data = data + [[]]*(25 - len(data))
104 data.append(’’) # data[25] is word,freq from file
105 data.append(0) # data[26] is freq
106
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107 # Loop over secondary memory file
108 while True:
109 data[25] = str(word_freqs.readline().strip(), ’utf-8’)
110 if data[25] == ’’: # EOF
111 break
112 data[26] = int(data[25].split(’,’)[1]) # Read it as integer
113 data[25] = data[25].split(’,’)[0].strip() # word
114 # Check if this word has more counts than the ones in memory
115 for i in range(25): # elimination of symbol i is exercise
116 if data[i] == [] or data[i][1] < data[26]:
117 data.insert(i, [data[25], data[26]])
118 del data[26] # delete the last element
119 break
120

121 for tf in data[0:25]: # elimination of symbol tf is exercise
122 if len(tf) == 2:
123 print(tf[0], ’-’, tf[1])
124 # We’re done
125 word_freqs.close()

Note: If not familiar with Python, please refer to the Prologue (Pythonisms)
for an explanation of lists, indexes, and bounds.
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1.3 COMMENTARY

IN THIS STYLE, the program reflects the constrained computing envi-
ronment where it executes. The memory limitations force the programmer

to come up with ways of rotating data through the available memory, adding
complexity to the computational task at hand. Additionally, the absence of
identifiers results in programs where the natural terminology of the problem is
absent from the program text, and, instead, is added through comments and
documentation. This is what programming was all about in the early 1950s.
This style of programming, however, is not extinct; it is still in use today when
dealing directly with hardware and when optimizing the use of memory.

The example program may look quite foreign to programmers not used to
these kinds of constraints. While this is certainly a program that one doesn’t
associate with Python or with any of the modern programming languages, it
embodies the theme of this book quite well: programming styles emerge from
constraints. Very often, the constraints are imposed externally – maybe the
hardware has limited memory, maybe the assembly language doesn’t support
identifiers, maybe performance is critical and one must deal directly with the
machine, etc.; other times the constraints are self-imposed: the programmer,
or the entire development team, decides to adhere to certain ways of think-
ing about the problems and of writing the code, for many different reasons –
maintainability, readability, extensibility, adequacy for the problem domain,
past experiences on the part of the developers; or simply, as is the case here, to
teach what low-level programming looks like without having to learn new syn-
tax. Indeed, it is possible to write low-level, Good Old Times style programs
in just about any programming language!

Having explained the reason for this unusual implementation of term fre-
quency, let’s dive into this program. The memory limitations are such that
we can’t ignore the size of the data to be processed. In the example, we have
self-imposed a size of 1024 memory cells (line #15). The term “memory cell”
is used here in a somewhat fuzzy manner to denote, roughly, a piece of simple
data, such as a character or a number. Given that books like Pride and Preju-
dice contain much more than 1024 characters, we need to come up with ways
to read and process the data in small chunks, making heavy use of “secondary
memory” (a file) to store the data that doesn’t fit in primary memory. Before
we start coding, we need to do some back-of-the-envelope calculations about
the different options regarding what to hold in primary memory and what to
dump to secondary memory, and when (see comments in lines #16 through
#26). Then as now, access to primary memory is orders of magnitude faster
than access to secondary memory, so these calculations are about optimizing
for performance.

Many options could have been pursued, and the reader is encouraged
to explore the solution space within this style. The example program is
divided into two distinct parts: the first part (lines #28 through #98) pro-
cesses the input file, counting word occurrences and writing that data into a
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word-frequency file; the second part (lines #100 through #128) processes the
intermediate word-frequency file in order to discover the 25 most frequently
occurring words, printing them at the end.

The first part of the program works as follows:

• Hold the stop words, roughly 500 characters, in primary memory (lines
#33 through #36)

• Read the input file one line at a time; each line is only 80 characters
maximum (lines #50 through #95)

• For each line (lines #60 through #95), filter the characters, identify the
words, and normalize them to lowercase

• Retrieve/Write the words and their frequencies from/to secondary mem-
ory (lines #73 through #90)

After processing the entire input file like this, we then turn our attention
to the word frequencies that have been accumulated in the intermediate file.
We need a sorted list of the most frequently occurring words, so the program
does the following:

• Keep an ordered list in memory holding the current 25 most frequently
occurring words, and their frequencies (line #104)

• Read one line at a time from the file. Each line contains a word and its
corresponding frequency (lines #108 through #120)

• If the new word has higher frequency than any of the words in memory,
insert it at the appropriate place in the list and remove the word at the
end of the list (lines #116 through #120)

• Finally, print the 25 top words and their frequencies (lines #122 through
#124) and close the intermediate file (line #126)

As seen, the memory constraint has a strong effect on the algorithm
employed, as we must be mindful of how much data there is in memory at
any given point in time.

The second self-imposed constraint of this style is the absence of iden-
tifiers. This second constraint also has a strong effect on the program, but
this effect is of a different nature: readability. There are no variables, as such;
there is only a data memory that is accessed by indexing it with numbers.
The problem’s natural concepts (words, frequencies, counts, sorting, etc.) are
completely absent from the program text, and are, instead, indirectly repre-
sented as indexes over memory. The only way we can bring those concepts
back in is by adding comments that explain what kinds of data the memory
cells hold (e.g. see comments in lines #38 through #44 and #103 through
#106, among others). When reading through the program, we often need to
go back to those comments to remind ourselves what high-level concept a
certain memory index corresponds to.
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1.4 THIS STYLE IN SYSTEMS DESIGN

In the age of computers with multi-gigabyte RAM, constrained memory such
as that shown here is mostly a vague memory from the past. Nevertheless, with
modern programming languages that encourage obliviousness with respect to
memory management, and with the ever-growing amounts of data that modern
programs handle, it is very easy to let memory consumption of programs
run out of control, with negative consequences on run-time performance. A
certain amount of awareness regarding the consequences that the different
programming styles carry for memory usage is always a good thing.

Many applications these days – namely those falling in what’s known as
Big Data – have brought the complexities of dealing with small memory back
to the center of attention. In this case, although memory is not scarce in
absolute terms, it is much smaller than the size of the data to be processed.
For example, if instead of just Pride and Prejudice we would apply term
frequency to the entire Gutenberg Collection, we would likely not be able
to hold all the books in memory at the same time; we might not even be
able to hold the list of word frequencies all in memory either. Once the data
can’t fit in memory all at once, developers must devise smart schemes for (1)
representing data so that more of it can fit in memory at any given time; and
(2) rotating the data through primary and secondary memory. Programming
with these constraints tends to make programs feel like the Good Old Times
style.

Regarding the absence of names, one of the main drivers behind program-
ming language evolution throughout the 1950s and 1960s was precisely the
elimination of cognitive indirections such as those shown in the example: we
want the program texts to reflect the high-level concepts of the domain as
much as possible, instead of reflecting the low-level machine concepts and
relying on external documentation to do the mapping between the two. But
even though programming languages have provided for user-defined named
abstractions for a long time, it is not unusual for programmers to fail to
name their program elements, Application Programming Interfaces (APIs)
and entire components appropriately, resulting in programs, libraries and sys-
tems as obscure as the one shown here.

Let this Good Old Times style be a reminder of how thankful we should
be for being able to hold so much data in memory and for being able to give
appropriate names to each and every one of our program elements!

1.5 HISTORICAL NOTES

This style of programming came directly from the first viable model of com-
putation, the Turing Machine. A Turing Machine consists of an unbounded
modifiable state “tape” (the data memory) and a state machine that reads
and modifies that state. The Turing Machine had a tremendous influence
in the development of computers and how they were programmed. Turing’s
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ideas influenced von Neumann’s design of the first computer with stored pro-
grams. Turing himself also wrote the specifications of a computing machine
known as the Automatic Computing Engine (ACE), which was, in many ways,
more advanced than von Neumann’s. Because that report was classified by
the British government, and also because of the politics following the Second
World War, Turing’s design was not acted upon until several years later, and
still in secrecy. Both von Neumann’s architecture and Turing’s machines led
to the first programming languages in the 1950s, which enforced the concept
of programming by reusing and changing state in memory over time.

1.6 FURTHER READING

Bashe, C., Johnson, L., Palmer, J. and Pugh, E. (1986). IBM’s Early Comput-
ers: A Technical History (History of Computing), MIT Press, Cambridge,
MA.
Synopsis: IBM was the major commercial player in the early days of
computing machines. This book tells the story of IBM’s transition from
manufacturer of electromechanical machines to a powerhouse of comput-
ing machines.

Carpenter, B.E. and Doran, R.W. (1977). The other Turing Machine. Com-
puter Journal 20(3): 269–279.
Synopsis: An account of one of Turing’s technical reports describing a
complete architecture for a computing machine based on von Neumann’s,
but including subroutines, stacks and much more. The original report can
be found at
http://www.npl.co.uk/about/history/notable-individuals/turing/ace-proposal

Turing, A. (1936). On computable numbers, with an application to the
Entscheidungs problem. Proceedings of the London Mathematical Soci-
ety 2(42): 230–265.
Synopsis: The original “Turing Machine.” In the context of this book,
this paper is suggested not for its mathematics but for the programming
model of a Turing Machine: a tape with symbols, a tape reader/writer
that moves left and right, and the overwriting of symbols on the tape.

von Neumann, J. (1945). First draft of a report on the EDVAC. Reprinted in
IEEE Annals of the History of Computing 15(4): 27–43, 1993.
Synopsis: The original “von Neumann architecture.” As with Turing’s
paper, suggested for the programming model.

1.7 GLOSSARY

Main memory: Often referred to simply as memory, this data storage is
directly accessible by the CPU. Most data in this storage is volatile in
the sense that it does not persist beyond the execution of the programs
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that use it and also does not persist upon machine power downs. These
days, the main memory is random access memory (RAM), meaning that
the CPU can address any cell in it quickly, as opposed to having to scan
sequentially.

Secondary memory: In contrast to primary memory, secondary memory
refers to any storage facility that is not directly accessible by the CPU
and that, instead, is indirectly accessed via input/output channels. Data
in secondary memory persists in the device through power downs and
until it is explicitly deleted. In modern computers, hard disk drives and
“pen” drives are the most common secondary storage forms. Access to
secondary memory is several orders of magnitude slower than access to
primary memory.

1.8 EXERCISES

1.1 Another language. Implement the example program in another language,
but preserve the style.

1.2 No identifiers. The example program still has a few identifiers left,
namely in lines #60 (c), #116 (i) and #122 (tf ). Change the program
so that these identifiers are also eliminated.

1.3 More lines. The example program reads one line at a time into memory.
In doing so it is underutilizing the main memory. Modify the program so
that it loads as many lines as possible into memory without going over
the established limit of 1024 memory cells. Justify the number of lines
you chose. Check if your version runs faster than the original example
program, and explain the result.

1.4 A different task. Write one of the tasks proposed in the Prologue using
the Good Old Times style.
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7 Pedagogical Content
Knowledge

Every teacher needs three things:

content knowledge such as how to program;

general pedagogical knowledge such as an understanding of the psychology of

learning; and

pedagogical content knowledge (PCK), which is the domain-specific knowledge of

how to teach a particular concept to a particular audience. In computing, PCK

includes things like what examples to use when teaching how parameters are

passed to a function or what misconceptions about nesting HTML tags are most

common.

We can add technical knowledge to this mix [Koeh2013], but that doesn’t change

the key point: it isn’t enough to know the subject and how to teach—you have to

know how to teach that particular subject [Maye2004]. This chapter therefore sum-

marizes some results from computing education research that will add to your store

of PCK.

As with all research, some caution is required when interpreting results:

Theories change as more data becomes available. Computing education research

(CER) is a young discipline: the American Society for Engineering Education was

founded in 1893 and the National Council of Teachers of Mathematics in 1920,

but the Computer Science Teachers Association didn’t exist until 2005. While a

steady stream of new insights are reported at conferences like SIGCSE1, ITiCSE2,

and ICER3, we simply don’t know as much about learning to program as we do

about learning to read, play a sport, or do basic arithmetic.

Most of these studies’ subjects are WEIRD: they are from Western, Education,

Industrialized, Rich, and Democratic societies [Henr2010]. What’s more, they are

also mostly young and in institutional classrooms, since that’s the population most

researchers have easiest access to. We know much less about adults, members of

marginalized groups, learners in free-range settings, or end-user programmers,

even though there are far more of them.

1http://sigcse.org/

2http://iticse.acm.org/

3https://icer.hosting.acm.org
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If this was an academic treatise, I would therefore preface most claims with qual-

ifiers like, “Some research may seem to indicate that. . . ” But since actual teachers

in actual classrooms have to make decisions regardless of whether research has clear

answers yet or not, this chapter presents actionable best guesses rather than nuanced

perhapses.

Jargon
Like any specialty, CER has jargon. CS1 refers to an introductory
semester-long course in which learners meet variables, loops, and func-
tions for the first time, while CS2 refers to a second course that covers
basic data structures like stacks and queues, and CS0 refers to an intro-
ductory course for people without any prior experience who aren’t intend-
ing to continue with computing right away. Full definitions for these terms
can be found in the ACM Curriculum Guidelines4.

7.1 WHAT ARE WE TEACHING THEM NOW?

Very little is known about what coding bootcamps and other free-range initiatives

teach, in part because many are reluctant to share their curriculum. We know more

about what is taught by institutions [Luxt2017]:

Topic % Topic %
Programming Process 87% Data Types 23%

Abstract Programming Thinking 63% Input/Output 17%

Data Structures 40% Libraries 15%

Object-Oriented Concepts 36% Variables & Assignment 14%

Control Structures 33% Recursion 10%

Operations & Functions 26% Pointers & Memory Management 5%

High-level topic labels like these can hide a multitude of sins. A more tangible

result comes from [Rich2017], which reviewed a hundred articles to find learning

trajectories for computing classes in elementary and middle schools. Their results for

sequencing, repetition, and conditionals are essentially collective concept maps that

combine and rationalize the implicit and explicit thinking of many different educators

(Figure 7.1).

4https://www.acm.org/education/curricula-recommendations
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A Boolean is a
variable that can
be true or false

Conditions can
overlap and more
than one can apply

Logical operators
can be used to

combine conditions

Conditional statements
can be combined
in several ways

Computers require
all actions to be

specified

Sometimes multiple
conditions must be

considered

A condition is
something that can
be true or false

Actions often results
from specific causes

A conditional
connects a condition
to an outcome

Each state of a
condition may have
its own action

Conditional statements
can create branches in
the flow of execution

Conditional statements
evaluate conditions and

execute actions

beginner

intermediate

advanced

Figure 7.1: Learning trajectory for conditions (from [Rich2017])

7.2 HOW MUCH ARE THEY LEARNING?

There can be a world of difference between what teachers teach and how much

learners learn. To explore the latter, we must use other measures or do direct stud-

ies. Taking the former approach, roughly two-thirds of post-secondary students pass

their first computing course, with some variations depending on class size and so

on, but with no significant differences over time or based on language [Benn2007a;

Wats2014].

How does prior experience affect these results? To find out, [Wilc2018] compared

the performance and confidence of novices with and without prior programming

experience in CS1 and CS2 (see below). They found that novices with prior expe-

rience outscored novices without by 10% in CS1, but those differences disappeared

by the end of CS2. They also found that women with prior exposure outperformed

their male peers in all areas, but were consistently less confident in their abilities

(Section 10.4).

As for direct studies of how much novices learn, [McCr2001] presented a multi-

site international study that was later replicated by [Utti2013]. According to the first

study, “. . . the disappointing results suggest that many students do not know how to

program at the conclusion of their introductory courses.” More specifically, “For a
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combined sample of 216 students from four universities, the average score was 22.89

out of 110 points on the general evaluation criteria developed for this study.” This

result may say as much about teachers’ expectations as it does about student ability,

but either way, our first recommendation is to measure and track results in ways that

can be compared over time so that you can tell if your lessons are becoming more or

less effective.

7.3 WHAT MISCONCEPTIONS DO NOVICES HAVE?

Chapter 2 explained why clearing up novices’ misconceptions is just as important as

teaching them strategies for solving problems. The biggest misconception novices

have—sometimes called the “superbug” in coding—is the belief that computers

understand what people mean in the way that another human being would [Pea1986].

Our second recommendation is therefore to teach novices that computers don’t
understand programs, i.e., that calling a variable “cost” doesn’t guarantee that its

value is actually a cost.

[Sorv2018] presents over forty other misconceptions that teachers can also try to

clear up, many of which are also discussed in [Qian2017]’s survey. One is the belief

that variables in programs work the same way they do in spreadsheets, i.e., that after

executing:

grade = 65
total = grade + 10
grade = 80
print(total)

the value of total will be 90 rather than 75 [Kohn2017]. This is an example of

the way in which novices construct a plausible-but-wrong mental model by making

analogies; other misconceptions include:

• A variable holds the history of the values it has been assigned, i.e., it remembers

what its value used to be.
• Two objects with the same value for a name or id attribute are guaranteed to be

the same object.
• Functions are executed as they are defined, or are executed in the order in which

they are defined.
• A while loop’s condition is constantly evaluated, and the loop stops as soon as

it becomes false. Conversely, the conditions in if statements are also constantly

evaluated, and their statements are executed as soon as the condition becomes true

regardless of where the flow of control is at the time.
• Assignment moves values, i.e., after a = b, the variable b is empty.

7.4 WHAT MISTAKES DO NOVICES MAKE?

The mistakes novices make can tell us what to prioritize in our teaching, but it turns

out that most teachers don’t know how common different kinds of mistakes actually
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are. The largest study of this is [Brow2017], which found that mismatched quotes

and parentheses are the most common type of errors in novice Java programs, but

also the easiest to fix, while some mistakes (like putting the condition of an if in {}
instead of ()) are most often made only once. Unsurprisingly, mistakes that produce

compiler errors are fixed much faster than ones that don’t. Some mistakes, however,

are made many times, like invoking methods with the wrong arguments (e.g., passing

a string instead of an integer).

Not Right vs. Not Done
One difficulty in research like this is distinguishing mistakes from work in
progress. For example, an empty if statement or a method that is defined
but not yet used may be a sign of incomplete code rather than an error.

[Brow2017] also compared the mistakes novices actually make with what their

teachers thought they made. They found that, “. . . educators formed only a weak con-

sensus about which mistakes are most frequent, that their rankings bore only a mod-

erate correspondence to the students in the. . . data, and that educators’ experience

had no effect on this level of agreement.” For example, mistaking = (assignment)

and == (equality) wasn’t nearly as common as most teachers believed.

Not Just for Code
[Park2015] collected data from an online HTML editor during an intro-
ductory web development course and found that nearly all learners made
syntax errors that remained unresolved weeks into the course. 20% of these
errors related to the relatively complex rules that dictate when it is valid
for HTML elements to be nested in one another, but 35% related to the sim-
pler tag syntax determining how HTML elements are nested. The tendency
of many teachers to say, “But the rules are simple,” is a good example of
expert blind spot discussed in Chapter 3. . .

7.5 HOW DO NOVICES PROGRAM?

[Solo1984; Solo1986] pioneered the exploration of novice and expert programming

strategies. The key finding is that experts know both “what” and “how,” i.e., they

understand what to put into programs and they have a set of program patterns or

plans to guide their construction. Novices lack both, but most teachers focus solely

on the former, even though bugs are often caused by not having a strategy for solving

the problem rather than to lack of knowledge about the language. Recent work has

shown the effectiveness of teaching four distinct skills in a specific order [Xie2019]:

semantics of code templates related to goals
reading 1. read code and predict behavior 3. recognize templates and their uses

writing 2. write correct syntax 4. use templates to meet goals

Our next recommendations are therefore to have learners read code, then mod-
ify it, then write it, and to introduce common patterns explicitly and have learners
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practice using them. [Mull2007b] is just one of many studies proving the benefits of

teaching common patterns explicitly, and decomposing problems into patterns cre-

ates natural opportunities for creating and labeling subgoals [Marg2012; Marg2016].

7.6 HOW DO NOVICES DEBUG?

A decade ago, [McCa2008] wrote, “It is surprising how little page space is devoted

to bugs and debugging in most introductory programming textbooks.” Little has

changed since: there are hundreds of books on compilers and operating systems,

but only a handful about debugging, and I have never seen an undergraduate course

devoted to the subject.

[List2004; List2009] found that many novices struggled to predict the output of

short pieces of code and to select the correct completion of the code from a set of

possibilities when told what it was supposed to do. More recently, [Harr2018] found

that the gap between being able to trace code and being able to write it has largely

closed by CS2, but that novices who still have a gap (in either direction) are likely to

do poorly.

Our fifth recommendation is therefore to explicitly teach novices how to debug.

[Fitz2008; Murp2008] found that good debuggers were good programmers, but not

all good programmers were good at debugging. Those who were used a symbolic

debugger to step through their programs, traced execution by hand, wrote tests, and

re-read the spec frequently, which are all teachable habits. However, tracing execu-

tion step by step was sometimes used ineffectively: for example, a novice might put

the same print statement in both parts of an if-else. Novices would also com-

ment out lines that were actually correct as they tried to isolate a problem; teachers

can make both of these mistakes deliberately, point them out, and correct them to

help novices get past them.

Teaching novices how to debug can also help make classes easier to manage.

[Alqa2017] found that learners with more experience solved debugging problems

significantly faster, but times varied widely: 4–10 minutes was a typical range for

individual exercises, which means that some learners need 2–3 times longer than

others to get through the same exercises. Teaching the slower learners what the faster

ones are doing will help make the group’s overall progress more uniform.

Debugging depends on being able to read code, which multiple studies have

shown is the single most effective way to find bugs [Basi1987; Keme2009;

Bacc2013]. The code quality rubric developed in [Steg2014; Steg2016a] is a good

checklist of things to look for, though it is best presented in chunks rather than all at

once.

Having learners read code and summarize its behavior is a good exercise (Sec-

tion 5.1), but often takes too long to be practical in class. Having them predict a

program’s output just before it is run, on the other hand, helps reinforce learning

(Section 9.11) and also gives them a natural moment to ask “what if” questions.

Teachers or learners can also trace changes to variables as they go along, which

[Cunn2017] found was effective (Section 12.2).
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7.7 WHAT ABOUT TESTING?

Novice programmers seem just as reluctant to test software as professionals. There’s

no doubt that doing it is valuable—[Cart2017] found that high-performing novices

spent a lot of time testing, while low performers spent much more time working

on code with errors—and many teachers require learners to write tests for assign-

ments. But how well do they do this? One answer comes from [Bria2015], which

scored learners’ programs by how many teacher-provided test cases those programs

passed, and conversely scores test cases written by learners according to how many

deliberately-seeded bugs they caught. They found that novices’ tests often have low

coverage (i.e., they don’t test most of the code) and that they often test many things

at once, which makes it hard to pinpoint the causes of errors.

Another answer comes from [Edwa2014b], which looked at all of the bugs in all

novices’ code submissions combined and identified those detected by the novices’

test suite. They found that novices’ tests only detected an average of 13.6% of the

faults present in the entire program population. What’s more, 90% of the novices’

tests were very similar, which indicates that novices mostly write tests to confirm

that code is doing what it’s supposed to rather than to find cases where it isn’t.

One approach to teaching better testing practices is to define a programming prob-

lem by providing a set of tests to be passed rather than through a written description

(Section 12.1). Before doing this, though, take a moment to look at how many tests

you’ve written for your own code recently, and then decide whether you’re teaching

what you believe people should do, or what they (and you) actually do.

7.8 DO LANGUAGES MATTER?

The short answer is “yes”: novices learn to program faster and learn more using

blocks-based tools like Scratch (Figure 7.2) [Wein2017]. One reason is that blocks-

based systems reduce cognitive load by eliminating the possibility of syntax errors.

Another is that block interfaces encourage exploration in a way that text does not:

like all good tools, Scratch can be learned accidentally [Malo2010].

But what happens after blocks? [Chen2018] found that learners whose first pro-

gramming language was graphical had higher grades in introductory programming

courses than learners whose first language was textual when the languages were

introduced in or before early adolescent years. Our sixth recommendation is there-

fore to start children and teens with blocks-based interfaces before moving to text-

based systems. The age qualification is there because Scratch deliberately looks like

it’s meant for younger users, and it can still be hard to convince adults to take it

seriously.

Scratch has probably been studied more than any other programming tool. One

example is [Aiva2016], which analyzed over 250,000 Scratch projects and found

(among other things) that about 28% of projects have some blocks that are never

called or triggered. As in the earlier aside about incomplete versus incorrect Java pro-

grams, the authors hypothesize that users may be using these blocks as a scratchpad

to keep track of bits of code they don’t (yet) want to throw away. Another example
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Figure 7.2: Scratch

is [Grov2017; Mlad2017], which studied novices learning about loops in Scratch,

Logo, and Python. They found that misconceptions about loops are minimized when

using a block-based language rather than a text-based language. What’s more, as

tasks become more complex (such as using nested loops) the differences become

larger.

Harder Than Necessary
The creators of programming language make those languages harder to
learn by not doing basic usability testing. For example, [Stef2013] found
that, “. . . the three most common words for looping in computer science,
for, while, and foreach, were rated as the three most unintuitive choices
by non-programmers.” Their work shows that C-style syntax (as used in
Java and Perl) is just as hard for novices to learn as a randomly designed
syntax, but that the syntax of languages such as Python and Ruby is sig-
nificantly easier to learn, and the syntax of a language whose features are
tested before being added to the language is easier still. [Stef2017] is a
useful brief summary of what we actually know about designing program-
ming languages and why we believe it’s true, while [Guzd2016] lays out
five principles that programming languages for learners should follow.

OBJECT-ORIENTED PROGRAMMING

Objects and classes are power tools for experienced programmers, and many edu-

cators advocate an objects first approach to teaching programming (though they

sometimes disagree on exactly what that means [Benn2007b]). [Sorv2014] describes

and motivates this approach, and [Koll2015] describes three generations of tools

designed to support novice programming in object-oriented environments.
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Introducing objects early has a few challenges. [Mill2016b] found that most

novices using Python struggled to understand self (which refers to the current

object): they omitted it in method definitions, failed to use it when referencing object

attributes, or both. [Rago2017] found something similar in high school students, and

also found that high school teachers often weren’t clear on the concept either. On

balance, we recommend that teachers start with functions rather than objects, i.e.,

that learners not be taught how to define classes until they understand basic control

structures and data types.

TYPE DECLARATIONS

Programmers have argued for decades about whether variables’ data types should

have to be declared or not, usually based on their personal experience as profes-

sionals rather than on any kind of data. [Endr2014; Fisc2015] found that requiring

novices to declare variable types does add some complexity to programs, but it pays

off fairly quickly by acting as documentation for a method’s use—in particular, by

forestalling questions about what’s available and how to use it.

VARIABLE NAMING

[Kern1999] wrote, “Programmers are often encouraged to use long variable names

regardless of context. This is a mistake: clarity is often achieved through brevity.”

Lots of programmers believe this, but [Hofm2017] found that using full words in

variable names led to an average of 19% faster comprehension compared to let-

ters and abbreviations. In contrast, [Beni2017] found that using single-letter variable

names didn’t affect novices’ ability to modify code. This may be because their pro-

grams are shorter than professionals’ or because some single-letter variable names

have implicit types and meanings. For example, most programmers assume that i,
j, and n are integers and that s is a string, while x, y, and z are either floating-point

numbers or integers more or less equally.

How important is this? [Bink2012] reported that reading and understanding code

is fundamentally different from reading prose: “. . . the more formal structure and

syntax of source code allows programmers to assimilate and comprehend parts of

the code quite rapidly independent of style. In particular. . . beacons and program

plans play a large role in comprehension.” It also found that experienced develop-

ers are relatively unaffected by identifier style, so our recommendation is just to use

consistent style in all examples. Since most languages have style guides (e.g., PEP

85 for Python) and tools to check that code follows these guidelines, our full rec-

ommendation is to use tools to ensure that all code examples adhere to a consistent
style.

5https://www.python.org/dev/peps/pep-0008/
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7.9 DO BETTER ERROR MESSAGES HELP?

Incomprehensible error messages are a major source of frustration for novices (and

for experienced programmers as well). Several researchers have therefore explored

whether better error messages would help alleviate this. For example, [Beck2016]

rewrote some of the Java compiler’s messages so that instead of:

C:\stj\Hello.java:2: error: cannot find symbol
public static void main(string[ ] args)

^
1 error
Process terminated ... there were problems.

learners would see:

Looks like a problem on line number 2.
If "string" refers to a datatype, capitalize the 's'!

Sure enough, novices given these messages made fewer repeated errors and fewer

errors overall.

[Bari2017] went further and used eye tracking to show that despite the grumblings

of compiler writers, people really do read error messages—in fact, they spend 13–

25% of their time doing this. However, reading error messages turns out to be as

difficult as reading source code, and how difficult it is to read the error messages

strongly predicts task performance. Teachers should therefore show learners how to
read and interpret error messages. [Marc2011] has a rubric for responses to error

messages that can be useful in grading such exercises.

DOES VISUALIZATION HELP?

Visualizing program execution is a perennially popular idea, and tools like the Online

Python Tutor [Guo2013] and Loupe6 (which shows how JavaScript’s event loop

works) are useful teaching aids. However, people learn more from constructing visu-

alizations than they do from viewing visualizations constructed by others [Stas1998;

Ceti2016], so does visualization actually help learning?

To answer this, [Cunn2017] replicated an earlier study of the kinds of sketching

learners do when tracing code execution. They found that not sketching at all corre-

lates with lower success, while tracing changes to variables’ values by writing new

values near their names as they change was the most effective strategy.

One possible confounding effect they checked was time: since sketchers take sig-

nificantly more time to solve problems, do they do better just because they think

for longer? The answer is no: there was no correlation between the time taken and

the score achieved. Our recommendation is therefore to teach learners to trace vari-
ables’ values when debugging.

6http://latentflip.com/loupe/
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Flowcharts
One often-overlooked finding about visualization is that people under-

stand flowcharts better than pseudocode if both are equally well struc-

tured [Scan1989]. Earlier work showing that pseudocode outperformed
flowcharts used structured pseudocode and tangled flowcharts; when the
playing field was leveled, novices did better with the graphical representa-
tion.

7.10 WHAT ELSE CAN WE DO TO HELP?

[Viha2014] examined the average improvement in pass rates of various kinds of inter-

vention in programming classes. They point out that there are many reasons to take

their findings with a grain of salt: the pre-change teaching practices are rarely stated

clearly, the quality of change is not judged, and only 8.3% of studies reported nega-

tive findings, so either there is positive reporting bias or the way we’re teaching right

now is the worst possible and anything would be an improvement. And like many

other studies discussed in this chapter, they were only looking at university classes,

so their findings may not generalize to other groups.

With those caveats in mind, they found ten things teachers can do to improve

outcomes (Figure 7.3):

Collaboration: Activities that encourage learner collaboration either in classrooms

or labs.

Content Change: Parts of the teaching material were changed or updated.

Contextualization: Course content and activities were aligned towards a specific

context such as games or media.

CS0: Creation of a preliminary course to be taken before the introductory program-

ming course; could be organized only for some (e.g., at-risk) learners.

Game Theme: A game-themed component was introduced to the course.

Grading Scheme: A change in the grading scheme, such as increasing the weight

of programming activities while reducing that of the exam.

Group Work: Activities with increased group work commitment such as team-

based learning and cooperative learning.

Media Computation: Activities explicitly declaring the use of media computation

(Chapter 10).

Peer Support: Support by peers in form of pairs, groups, hired peer mentors or

tutors.

Other Support: An umbrella term for all support activities, e.g., increased teacher

hours, additional support channels, etc.

This list highlights the importance of cooperative learning. [Beck2013] looked at

this specifically over three academic years in courses taught by two different teach-

ers and found significant benefits overall and for many subgroups. The cooperators
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Figure 7.3: Effectiveness of interventions

had higher grades and left fewer questions blank on the final exam, which indicates

greater self-efficacy and willingness to try to debug things.

Computing Without Coding
Writing code isn’t the only way to teach people how to program: hav-
ing novices work on computational creativity exercises improves grades
at several levels [Shel2017]. A typical exercise is to describe an everyday
object (such as a paper clip or toothbrush) in terms of its inputs, outputs,
and functions. This kind of teaching is sometimes called unplugged; the
CS Unplugged7 site has lessons and exercises for doing this.

7.11 WHERE NEXT?

For those who want to go deeper, [Finc2019] is a comprehensive summary of CER,

[Ihan2016] summarizes the methods that studies use most often. I hope that some

day we will have catalogs like [Ojos2015] and more teacher training materials

like [Hazz2014; Guzd2015a; Sent2018] to help us all do better.

Most of the research reported in this chapter was publicly funded but is locked

away behind paywalls: at a guess, I broke the law 250 times to download papers

from sites like Sci-Hub8 while writing this book. I hope the day is coming when no

one will need to do that; if you are a researcher, please hasten that day by publishing

your work in open access venues.

7https://csunplugged.org/en/

8https://en.wikipedia.org/wiki/Sci-Hub
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7.12 EXERCISES

YOUR LEARNERS’ MISUNDERSTANDINGS (SMALL GROUPS/15)

Working in small groups, re-read Section 7.3 and make a list of misconceptions you

think your learners have. How specific are they? How would you check how accurate

your list is?

CHECKING FOR COMMON ERRORS (INDIVIDUAL/20)

These common errors are taken from a longer list in [Sirk2012]:

Inverted assignment: The learner assigns the value of the left-hand variable to the

right-hand variable rather than the other way around.

Wrong branch: The learner thinks the code in the body of an if is run even if the

condition is false.

Executing function instead of defining it: The learner believes that a function is

executed as it is defined.

Write one exercise for each to check that learners aren’t making that mistake.

MANGLED CODE (PAIRS/15)

[Chen2017] describes exercises in which learners reconstruct code that has been

mangled by removing comments, deleting or replacing lines of code, moving lines,

and so on. Performance on these correlates strongly with performance on assess-

ments in which learners write code, but these questions require less work to mark.

Take the solution to a programming exercise you’ve created in the past, mangle it in

two different ways, swap with a partner, and see how long it takes each of you to

answer the other’s question correctly.

THE RAINFALL PROBLEM (PAIRS/10)

[Solo1986] introduced the Rainfall Problem, which has been used in many subse-

quent studies of programming [Fisl2014; Simo2013; Sepp2015]. Write a program

that repeatedly reads in positive integers until it reads the integer 99999. After seeing

99999, the program prints the average of the numbers seen.

1. Solve the Rainfall Problem in the programming language of your choice.

2. Compare your solution with that of your partner. What does yours do that theirs

doesn’t and vice versa?

ROLES OF VARIABLES (PAIRS/15)

[Kuit2004; Byck2005; Saja2006] presented a set of single-variable patterns that I

have found very useful in teaching beginners:
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Fixed value: A data item that does not get a new proper value after its initialization.

Stepper: A data item stepping through a systematic, predictable succession of val-

ues.

Walker: A data item traversing in a data structure.

Most-recent holder: A data item holding the latest value encountered while going

through a succession of values.

Most-wanted holder: A data item holding the best or most appropriate value

encountered so far.

Gatherer: A data item accumulating the effect of individual values.

Follower: A data item that always gets its new value from the old value of some

other data item.

One-way flag: A two-valued data item that cannot get its initial value once the value

has been changed.

Temporary: A data item holding some value for a very short time only.

Organizer: A data structure storing elements that can be rearranged.

Container: A data structure storing elements that can be added and removed.

Choose a 5–15 lines program and classify its variables using these categories.

Compare your classifications with those of a partner. Where you disagreed, did you

understand each other’s view?

WHAT ARE YOU TEACHING? (INDIVIDUAL/10)

Compare the topics you teach to the list developed in [Luxt2017] (Section 7.1).

Which topics do you cover? Which don’t you cover? What extra topics do you cover

that aren’t in their list?

BENEFICIAL ACTIVITIES (INDIVIDUAL/10)

Look at the list of interventions developed by [Viha2014] (Section 7.10). Which of

these things do you already do in your classes? Which ones could you easily add?

Which ones are irrelevant?

MISCONCEPTIONS AND CHALLENGES (SMALL GROUPS/15)

The Professional Development for CS Principles Teaching9 site includes a detailed

list of learners’ misconceptions and exercises10. Working in small groups, choose

one section (such as data structures or functions) and go through their list. Which of

these misconceptions do you remember having when you were a learner? Which do

you still have? Which have you seen in your learners?

9http://www.pd4cs.org/

10http://www.pd4cs.org/mc-index/
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WHAT DO YOU CARE MOST ABOUT? (WHOLE CLASS/15)

[Denn2019] asked people to propose and rate various CER questions, and found that

there was no overlap between those that researchers cared most about and those that

non-researchers cared most about. The researchers’ favorites were:

1. What fundamental programming concepts are the most challenging for students?

2. What teaching strategies are most effective when dealing with a wide range of

prior experience in introductory programming classes?

3. What affects students’ ability to generalize from simple programming examples?

4. What teaching practices are most effective for teaching computing to children?

5. What kinds of problems do students in programming classes find most engaging?

6. What are the most effective ways to teach programming to various groups?

7. What are the most effective ways to scale computing education to reach the gen-

eral student population?

while the most important questions for non-researchers were:

1. How and when is it best to give students feedback on their code to improve learn-

ing?

2. What kinds of programming exercises are most effective when teaching students

Computer Science?

3. What are the relative merits of project-based learning, lecturing, and active learn-

ing for students learning computing?

4. What is the most effective way to provide feedback to students in programming

classes?

5. What do people find most difficult when breaking problems down into smaller

tasks while programming?

6. What are the key concepts that students need to understand in introductory com-

puting classes?

7. What are the most effective ways to develop computing competency among stu-

dents in non-computing disciplines?

8. What is the best order in which to teach basic computing concepts and skills?

Have each person in the class independently give one point to each of the eight

questions from the combined lists that they care most about, then calculate an average

score for each question. Which ones are most popular in your class? In which group

are the most popular questions?




